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Summary
Dutch households have remarkable balance sheets compared to households in other countries, in particular
their high levels of mortgage debt and pension entitlements stand out. Policy is largely responsible for this,
e.g. through the mandatory pension contributions and the deductibility of interest payments on mortgages.
As a result, especially older home owners have high levels of net wealth, while at the same time many
households have low levels of liquid assets (Luginbuhl and Smid, 2018). It is not obvious that the current
wealth levels are optimal for Dutch households. Therefore our research question is: How do Dutch
households’ savings compare to the optimal level?
We construct a life-cycle model in which households save in order to prepare for retirement and to
accommodate unexpected income fluctuations. Using this model, we simulate the level of optimal wealth for
a population of households that have an income process estimated from Dutch data. We compare this
distribution of optimal wealth to the observed distribution of Dutch household wealth. We first estimate an
income process for the entire population and for groups of Dutch households (renters, home owners, and
various levels of educational attainment). This income process measures the steepness of the income profile
over the life cycle and the income uncertainty households face. The mean income of Dutch households
increases from age 25 to age 55 and then decreases, i.e. it is hump-shaped over the life-cycle. Income risk
increases very little until the AOW retirement age and then decreases significantly. We incorporate these
estimation results into a life-cycle model in which forward-looking households facing income shocks optimize
their consumption and savings. Finally, we compare the simulated distribution of wealth to the observed
distribution of wealth. We obtain three main results from our analysis.
Firstly, we find that Dutch households do not in general over-save. For working-age households, the median
wealth of the simulated population (i.e. median optimal wealth) roughly equals the median of observed Dutch
wealth. However, several types of households have sub-optimal levels of wealth, while some other types have
an excess. For example, the actual median wealth of renters is lower than the median optimal level. The same
is true for households with a lower educational attainment. The median wealth of households that own their
own home on the other hand is greater than the median optimum level: by 60 years of age, the median wealth
of these households is roughly a third higher than the median optimal level from our model.
Secondly, we conclude that many Dutch households have insufficient liquid assets to be able to smooth out
any unexpected decline in income without needing to borrow. We find that roughly half of the median
optimal wealth of Dutch households is needed to cushion the impact of income shocks on consumption
(precautionary savings). The other half is required for retirement. The data shows however that the net median
wealth of Dutch households consists almost entirely of the net value of their houses, which is relatively
illiquid. This implies that many Dutch households either have to adjust their consumption in response to
income shocks, or to borrow. The latter option of borrowing may not be sufficiently available to some
households to enable them to optimally smooth out any unanticipated declines in income. We also find that
renters and households with lower educational attainment generally have too little savings of any kind to
cushion unexpected income fluctuations.
Finally, we find that many older households have substantially more net wealth than is optimal. If these
households were to dis-save after the age of 65, they could attain higher utility levels. However, the observed
level of assets remains constant or even increases after retirement. Allowing households the possibility to
leave bequests in the model does not entirely resolve the difference between the data and the predictions of
the model. In any case, recent research on Dutch data (Kooiman et al. (2019)) indicates that neither people
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with children nor those without children reduce their wealth after retirement. This calls into question the
importance of the bequest motive.
Some words of caution are in order. The level of optimal wealth we present is by no means meant as a
normative statement. The resulting level of optimal wealth depends on our assumptions about preferences,
parameters, and modelling choices. As a result true optimal wealth is uncertain and may also be very
heterogeneous across households. Some of the choices we made may have overestimated the true level of
optimal wealth, while others may have led to an underestimation. We discuss these limitations in more detail.
Section 5 also shows the sensitivity of our results to different assumptions and parameter values.
Some aspects of our analysis tend to overestimate the optimal wealth of households. Firstly, we assume
households cannot borrow against future income to simplify the analysis. We also treat all changes in income
as shocks, while some of these changes may be due to voluntary adjustment in hours worked. However, we
cannot observe this in our dataset. A direct consequence of these assumptions is that households potentially
save more for precautionary reasons in the model than in reality. Secondly, we assume a real rate of return of
3% per year, which seems appropriate based on the past, but it may be lower in the future. There may be
cohort effects that exaggerate the fall of income after retirement in the data. For the last two shortcomings of
our analysis we perform robustness checks in section 5. Finally, we do not have data on work related
consumption; this is not necessary after retirement and thus the preference for consumption after retirement
may be lower than we assume in the model.
There are also other factors that may lead to an underestimation of the optimal level of savings. For example,
households may have a bequest motive. We present a sensitivity analysis in section 5 but the
bequest motive may be even higher. Additionally people may also want to save for uncertain future health care
expenditures or for unforeseen future policy changes. Finally, we focus only on the income risks that
households face, but households may also want to save for uncertain or unforeseen expenditures.

1

Introduction

Dutch households have remarkable balance sheets compared to households in other countries, in particular
their high levels of mortgage debt and pension entitlements stand out. The size of the assets and liabilities are
partly driven by policy such as mandatory savings for retirement and the deductibility of interest payments on
mortgages, see Luginbuhl and Smid (2018). Not all households have long balance sheets though; there is high
diversity among Dutch households. House owners have on average higher net wealth than renters, even at
comparable income levels. Many households have very low levels of financial assets. What is the optimal level
of net wealth over the life cycle? Do Dutch households save too much? Or do some groups save too little?
These are the questions we attempt to answer in this report.
Households save for a number of different reasons. Generally households save to be able to smooth the impact
of changes in their income on consumption. For example households want to save to compensate for the
anticipated decrease in income after retirement. The savings required for this purpose depends on the size of
the decline in income after retirement, the household’s life expectancy and the rate of return on assets.
Income uncertainty is another important reason for households to save. This is referred to as precautionary
savings. A household’s income can unexpectedly change due to job loss, disability, divorce, death of a partner,
or a new job. Saving makes it possible for households to smooth out the impact of these income fluctuations
on their consumption. The required level of precautionary savings depends on the income risk that a
household faces.
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Households also save for large unexpected expenditures and to insure against the uncertainty about the return
on their assets. Furthermore, patient households that discount utility from future consumption at a lower rate
than the return on their assets will also save. Finally, people may find it desirable to leave bequests and save for
this reason.
In this report we determine the optimal level of savings of Dutch households given the drop in income they
expect after retirement and the income risk they face over their lifetimes. We employ a standard life-cycle
model in which households face income shocks and markets are incomplete in the sense that there are no
contracts that offer insurance against income shocks (Huggett, 1996). Hence households must save to selfinsure against income shocks.
The income of households follows an income process that we estimate using the non-parametric approach
employed in Nishiyama and Smetters (2007). This approach has the advantage that it allows the income
process to vary by household age and given previous earnings. In the beginning of each period households can
transit randomly to a different income bin or stay in the same income bin. Even if they remain in the same
income bin their income may change due to events that households can anticipate (for example increases in
income due to tenure or decreases in income due to retirement). Taking into account the income change they
experience this period, the expectations regarding future income changes and the parameters of the economic
environment (the return on assets, households’ time preference and risk aversion), households decide how
much of their income and previously accrued savings they consume this period and how much they save for
the next periods in order to maximize the lifetime utility of consumption. Households survive until next
period with a certain probability and cannot live longer than 98 years.
Our analysis has a number of limitations. Firstly, the optimal wealth levels simulated with the life-cycle model
depend on the assumptions we make and on the parameters we consider for time preference, risk aversion
and the rate of return on assets. We perform robustness checks using different parameter values and conclude
that our results do change quantitatively but not qualitatively. Secondly, the estimation of the income process
is quite general and flexible, but more complex methods exist in the literature. For example, in our analysis we
cannot distinguish between initial, transitory and permanent shocks to income. We show, however, that our
estimated income process closely fits a number of moments from the data and performs better in this respect
than other widely used estimation methods from the literature. Finally, we do not include cohort effects in the
estimation of the income process due to the short time span of our sample.
The present report is related to three existing strands of literature. Firstly, we estimate the income uncertainty
that Dutch households face. Similar analyses have been performed for example for the US (Kaplan (2012),
Guvenen (2009), Storesletten et al (2004), de Nardi et al (2018), Guvenen et al (2015)), Sweden (Domeji and
Floden (2010)), UK (Blundell and Etheridge (2010)). Secondly, we analyse what motivates Dutch households to
save, quantifying the size of precautionary savings and of the savings required for retirement. Such an analysis
has also been performed for the US economy (Cagetti (2003), Carroll et al (2012)). Finally, other papers in the
literature use the actual data for households’ net wealth to estimate the parameters of the life-cycle model
(households’ risk aversion and time preference), assuming that households behave optimally (Cagetti (2003),
French (2005)). We take a different approach and calibrate the life-cycle model using a realistic set of
parameters from the literature. Then, we compare the moments of the distribution of optimal wealth for a
population of households simulated with the model with the corresponding moments of the actual net
wealth of Dutch households. Scholz et al (2006) employ a similar approach for the US. They compare optimal
and actual wealth for each household in the data sample and find that in the year 1992 only 20% of older
households had a level of wealth that was less than optimal, and that these short-falls were small.

CPB NOTITIE – Are the savings of Dutch households optimal?

Page 4 of 46

This report consists of four sections. In section 2 we present the methodology we use to estimate the income
process as well as the results we obtain. In section 3 we describe the life-cycle model we use to simulate the
optimal level of wealth of Dutch households. In section 4 we present the results of the simulation while in
section 5 we report on a number of robustness checks based on alternative assumptions used in our model, as
well as on alternative values for the parameters.

2 Estimation of the income process
Households save in order to achieve a smooth consumption profile given that their income drops after
retirement or that they are affected by income shocks, expenditure shocks or shocks to the return on assets.
They can also save to leave bequests. Of these reasons for saving, saving to be able to smooth out consumption
despite changes in household income is one of the most important ones. In this section we present how we
estimate the process that Dutch household income follows over the life-cycle of the household, and then the
results of the estimation. The estimated income process serves as an input for the life-cycle model and
represents one of the most important determinants of optimal wealth. More specifically, in the life-cycle
model that we use to determine the optimal wealth level (presented in Section 3), households save in order to
smooth out the impact of income fluctuations on consumption. 1 These income fluctuations can be either
anticipated (e.g. lower income after retirement, higher income due to tenure) or come as a shock (e.g.
unexpected promotions, new job opportunities accompanied by higher wages, unemployment, health shocks
that affect income, household formation shocks such as marriages and divorces). Savings that allow
households to smooth out the effects of income shocks are called “precautionary savings”. The estimation of
the income process allows us to determine the anticipated and unanticipated fluctuations in income and their
impact on the optimal level of wealth of Dutch households.
We estimate the income process using the non-parametric approach employed in Nishiyama and Smetters
(2007). For comparison, we present in section 5.2 and Appendix B the results of the estimation of a parametric
process for the income of Dutch households and the implications for the optimal wealth of the households.
The non-parametric approach has the advantage that it allows the income process to vary with age and with
previous earnings, while the traditional parametric approach of estimating income processes (see for example
Storesletten et al. (2004)) assumes that the income process has constant parameters. A number of recent
papers have shown that using age dependent income processes instead of age invariant ones has important
implications for public policy and welfare (de Nardi et al. (2018), Arellano et al. (2017), Guvenen et al. (2015)).
Moreover, as we show in section 5.2 and Appendix A, this method provides a very good fit to the life-cycle of
household income.

In this analysis we do not consider savings intended for consumption smoothing when households face expenditure shocks (such as
health expenditures, for example). Another important reason why people save is to leave bequests. In Section 5.1, we add a bequest
motive to our model of optimal household consumption.

1
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The estimation of the income process is done in two steps. In the first step, we group households of the same
age 2 into a number of income bins. We start with households aged 25 years and group them in 10 income
deciles. We save the mean income prevailing in each decile 3. We repeat this step for households aged from 26
to 80 years. In the second step, we estimate the transition probabilities between the 10 income bins from one
year to the next. To this end, we compute how many households aged h years move from decile i of income to
decile j of income in a year and divide by the total number of households aged h years in the sample. We repeat
the same procedure for each age.
For the estimation, we use the the Inkomenspanelonderzoek (IPO) data provided by Statistics Netherlands
(CBS). The sample period covers the years 2006-2013. The measure of income for which we estimate the
process is the disposable income of households net of financial income. The box presents detailed information about
how this income measure is calculated. We deflate the income to real values using the Consumer Price Index.
In order to correct for the size of the household, we transform our measure of income into income per
household member by dividing it by the CBS equivalization scale. This scale assigns a value of 1 to a household
consisting of one adult, adds 0.37 for every adult and a value between 0.15 and 0.33 for every under age child
(see Table A1 from Appendix A).
We make the following sample selection choices. First, we eliminate households younger than 25 years and
older than 80 years. Second, because of the atypical income pattern of the self-employed, we also eliminate
from the sample the observations in which households report an income from self-employment 4. These
selections reduce the number of observations by 30%. 5 Unlike most other studies reported in the current
literature, we keep households of all sizes, headed by both males and females in our sample. Our intention is
to capture the risk Dutch households face as accurately as possible. Hence, we include income risks stemming
from household composition shocks such as marriages, divorces, or the death of a partner. Moreover,
focusing our attention on a certain category of households (for example households consisting of two
partners with no children as a number of papers in the literature do) would overlook a substantial part of the
Dutch population and would underestimate the amount of risk that households face. After the sample
selection, we are left with 622046 household-year observations for the estimation.
To illustrate the results of the estimation, we present an example of the income bins and transition
probabilities.

2

Throughout our analysis, we consider that the age of a household is represented by the age of the main earner of the household.

3 Before estimating the income process, we eliminate time fixed effects from the income data by running a regression on year

dummies.
In Appendix C we present the results of the estimation of the income process for households with a self-employed head. We also
simulate the optimal wealth accumulation of households with a self-employed head and compare it to the actual data.
5
We analyzed the consequences of making an even stricter sample selection by eliminating all observations of households that obtain
income from self-employment in any year. This reduces our sample by 40%. The results in terms of the optimal wealth of households
remain similar.
4
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Table 2.1 lists the mean disposable income net of financial income of the 10 income deciles as well as the
probability of switching to another income decile in the next year for households aged 45 years. The
probability that a household aged 45 years transits from income decile i to income decile j the next year is
given by the number in row Decile i and column Decile j. For example, the figure in row Decile 1 and column
Decile 1 indicates that there is a probability of 76% that a household aged 45 years situated in the 1st income
decile will remain in this decile in the next year. A higher value on the main diagonal indicates a higher degree
of persistence in the income process.
Table 2.1 Transition matrix and mean income of households aged 45 years

Decile 1
Age 45

Decile 2

Decile 3

Decile 4

Decile 5

Decile 6

Decile 7

Decile 8

Decile 9

Decile 10

Mean
income
(a)

Age 46

Decile 1

0.76

0.18

0.02

0.02

0.01

0.01

0.00

0.00

0.00

0.00

11697

Decile 2

0.16

0.58

0.20

0.04

0.01

0.01

0.00

0.00

0.00

0.00

15895

Decile 3

0.03

0.16

0.54

0.20

0.04

0.01

0.01

0.01

0.00

0.00

18432

Decile 4

0.01

0.04

0.17

0.48

0.21

0.05

0.02

0.01

0.01

0.00

20570

Decile 5

0.01

0.01

0.04

0.18

0.46

0.22

0.06

0.02

0.01

0.00

22638

Decile 6

0.00

0.00

0.01

0.04

0.18

0.45

0.23

0.05

0.02

0.01

24850

Decile 7

0.00

0.01

0.01

0.02

0.05

0.17

0.48

0.23

0.03

0.01

27302

Decile 8

0.00

0.00

0.00

0.01

0.02

0.04

0.15

0.57

0.19

0.02

30494

Decile 9

0.00

0.00

0.00

0.01

0.00

0.01

0.02

0.15

0.66

0.14

35543

Decile 10

0.01

0.00

0.01

0.00

0.01

0.01

0.01

0.02

0.10

0.85

53965

(a) Mean household disposable income net of financial income, equivalized.
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How do we define household
disposable income?
We estimate the income process using the disposable income of Dutch households net of financial income.
This is computed based on the following income sources: i) income from work, income from private
enterprise and financial income (the value of the mortgage interest is deducted from this category) plus ii)
income from private pensions, transfers from the government for income and social insurance (such as
unemployment benefits, disability benefits, and AOW pensions) and other types of transfers minus iii) social
insurance, income insurance and pension contributions minus iv) taxes on income. In the data, financial
income is a part of disposable income. In the model however, financial income is separately accounted for in
the budget constraint of households as the return on assets (see Section 3, equation 5). In order to avoid the
double accounting of financial income, we deduct it from the disposable income of Dutch households. For
the same reason, we also add back to disposable income the part of the interest on mortgage that was
deducted from income for tax purposes and the tax paid on financial wealth. We call the resulting value
disposable income net of financial income. This will be our input for the estimation of the income process and then
the input for the model. Table 1 summarizes the steps necessary to compute the disposable income net of
financial income.
Table 1

The definition of disposable income net of financial income

1

Income from work

+

2

Income from private enterprise

+

3

Financial income

-

3,1

o.w. Interest paid on mortgage

=

4

Primary income

+

5

Transfers for income and social insurance

+

6

Other transfers

=

7

Gross income

-

8

Contributions paid

-

9

Taxes paid

=

10

Disposable income

+

11

Financial income

+

12

Interest paid on mortgage net of the tax savings it generated

+

13

Tax paid on financial wealth

=

14

Disposable income net of financial income

Disposable income is net of the contributions paid to the pension system and includes pension benefits.
Hence, we do not need to explicitly model the accumulation or expenditure of pension assets because it
would bring no additional information to our analysis. For this reason, when we compare the optimal net
wealth generated by the model with the data, we do not need to include pension assets in the net wealth of
households.
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The mean disposable income net of financial income of Dutch households is hump shaped – it increases until
households reach 55 years after which it decreases (Figure 2.1). This can be regarded as the deterministic or
anticipated part of a household’s income. There is a small spike in mean income at age 65 when most of Dutch
households retire and start receiving (first pillar) pension benefits. The hump shaped profile of income will
induce households to save in order to smooth out their consumption once their income begins to decrease. 6
The steeper the decrease in income after the age of 55, the more households need to save in order to smooth
out their consumption.
Figure 2.1 Mean disposable income net of financial income of Dutch households is hump shaped over the life-cycle

Households in the lowest and highest income decile have a high probability of remaining in their income
category for two consecutive years. Figure 2.2, left panel, plots the first diagonal of the transition matrix at
different ages for households in income decile 1, 5 and 10. This high persistence of income for low earning
households implies that dropping to a lower income decile is a serious risk as there is a high probability of
remaining in this income category for a prolonged period of time. For all deciles, the persistence of income
increases as households become older.

Because mean income increases in a predictable way until 55 years of age, households would ideally like to borrow while household
earners are young, and pay off this debt as their income increases in order to smooth consumption. However, the data shows that, on
average, Dutch household do not borrow. Hence, in the model we do not allow borrowing against future income. The path of “optimal
wealth” determined by simulating the model will be optimal conditional on this assumption.

6
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Figure 2.2 Income persistence increases with age, income risk increases little until the age of 65

Income risk is small and increases little until retirement age in the Netherlands compared to the risk profile of
other countries. We measure income risk through the variance of the logarithm of disposable income net of
financial income across the income deciles. Figure 2.2, right panel shows that income risk drops from 0.25 to
0.18 between 25 and 30 years of age, remains fairly constant until 55 and increases to 0.22 by 64. After the
retirement of the main earner of the household, income risk decreases but there still is some amount of
uncertainty for which households save. For example, a change in the income of a working partner or a change
in the composition of the households can lead to a fluctuation in a household’s income even after retirement.
Income risk is larger and increases more across the lifetime in other countries. For example in the US, the
variance of log disposable income is 0.35 at the age of 25 and increases to 0.55 by the age of 60 (see de Nardi et
al. (2018), figure 3).
Our estimates indicate that the model we use to capture the income process of Dutch households succeeds in
producing a good fit. In the left panel of Figure A1 (Appendix A) we see that the age profile of household
income for different income deciles implied by our model closely matches the observed profile obtained from
the data. In the right panel, we see that the variance of log disposable income over the life-cycle is also well
captured by our income process.
We also estimate the income process for different subgroups of the Dutch population. We split households
into three groups according to the educational attainment of the household head and into two groups
according to whether they own or rent their house.
We define three groups of households according to the level of educational attainment as follows:
1)
2)

3)

lower education households: BO (basisonderwijs – primary education) and VMBO (voorbereidend middelbaar
beroepsonderwijs - pre-vocational education)
medium education households: MBO (middelbaar beroepsonderwijs -secondary vocational education), HAVO
(hoger algemeen voortgezet onderwijs - higher general secondary education) and VWO (voorbereidend
wetenschappelijk onderwijs - university preparatory education)
higher education households: HBO (Hoger beroepsonderwijs – higher vocational education) and WO
(wetenschappelijk onderwijs – university).
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Higher education households have a higher mean income than medium and lower education households
(Figure 2.3). They have a steeper decline in their income after 55 than middle and lower education households.
This implies that they have to save more in order to maintain their higher level of consumption in later life
when their income is lower. Moreover, higher education households also face more income risk over their
lifetime than medium and lower education households. This again implies that high education households
should save more than other households. In section 3 we examine whether the difference in optimal wealth
between higher education households and lower education households corresponds with the difference we
observe in the data.
Figure 2.3 Higher education households have a larger income drop after retirement and face higher income risk

Homeowners have a higher mean income than renters. They face a more pronounced decrease of income after
55 years of age than renters and increasing income risk over time (Figure 2.4). This implies that homeowners
should optimally save more than renters. As in the case of households with different education levels, we want
to determine whether the difference in optimal wealth between homeowners and renters corresponds to the
difference we see in their actual respective wealth levels.
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Figure 2.4 Homeowners have a larger income drop after retirement and face higher income risk than renters

3 The model
3.1 Households’ choices
In this section we present the model we use to simulate the optimal wealth of Dutch households.
We employ a standard life-cycle model in which households decide how much of their income and previously
accrued savings they consume this period and how much they save in order to maximize the lifetime utility of
consumption. One time period in the model is a year. In the beginning of each period households receive an
income y that fluctuates from year to year. Asset markets are incomplete in the sense that there are no
contracts available that provide insurance against income shocks (Huggett, 1996). Hence households have to
save in order to self-insure against income shocks. Households have a probability to survive until next year
that decreases with age. They live at most until age T=98.
In the model, households save in order to be able to achieve a smooth level of consumption over their life. To
illustrate this, consider a household that lives only two periods (1 and 2), receives an income of 𝑦𝑦 > 0 in the
first period and no income in the last period. If the household were to decide not to save any income from the
first period, it would consume 𝑦𝑦 in the first period and nothing in the last period. However, we assume the
household is risk averse and that its utility function of consumption is concave, i.e. the increase in utility
declines with the level of consumption. This implies that the extra utility obtained by consuming even a small
amount 𝜀𝜀 instead of nothing in the second period is considerably higher than the utility lost by consuming
y − ε instead of y in the first period. Hence, it would be optimal for the household to consume less than 𝑦𝑦 in

the first period, save the rest and consume at least something in the second period. In this sense, saving allows
households to ‘smooth’ consumption as its income fluctuates over time.
In the above example, if the income of the household were equal to 𝑦𝑦 in both periods, it would not need to
save anything in the first period and consumption would be equal to 𝑦𝑦 in both periods. Things change if the
income in the second period is uncertain. Consider the case when income is on average the same over both
periods: in the first period it is equal to 𝑦𝑦 with certainty, but in the second period it is can be either zero with
probability 0.5 or 2𝑦𝑦 with probability 0.5. If the household does not save anything in the first period (as was
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the case when income was equal to 𝑦𝑦 with certainty in both periods), then with probability 0.5 it could end up
in the second period with no income and hence be unable to consume anything. Since the household is risk
averse, it will save something to protect against this possibility. This type of savings is called precautionary
savings.
Finally, even if the income is constant and certain over the two periods, households may save simply because
they are “patient”. This happens when savings bring a higher rate of return than the rate at which the
household discounts the utility of future consumption. In this case 𝑅𝑅 > 𝑅𝑅ℎ (see the box about the formal
model).
In the model that we use to simulate the optimal wealth of Dutch households, we make two main
assumptions. Firstly, we assume that households cannot borrow using their expected higher future income as
collateral. Such a restriction imposes potentially sizable welfare losses for households. As their income profile
is hump shaped, households would optimally like to borrow early in their working life when their income is
low and then repay this debt and save as they approach the peak of their income profile. However, when we
look at the data, we see that this borrowing restriction may not be so unreasonable. Figure A2 in Appendix A
shows how the 25th percentile of net wealth of Dutch households changes with age: there is only a modest
amount of negative net wealth between 25 and 35 years of age. Our model’s zero borrowing constraint also
effectively rules out households being able to smooth out income shocks by borrowing more than their
currently held level of wealth. Secondly, we assume that people do not have a preference for leaving bequests.
This is in line with the findings of Kooiman et al (2019) who show that both households with children and
without children do not dis-save during retirement. We relax this assumption in Section 5.1. We describe the
formal model in the box.
The income of households y follows the income process that we presented in Section 2. Households randomly
enter in one of the estimated income deciles when they start working. Until the age of 80 their income will
follow the estimated income process: each year the household can remain in the same income decile or move
to another income decile with a certain probability contained in the transition matrix (see Table 2.1). All
households that are in income decile i at age k have the same income corresponding to the mean income of
the households in decile i at age k in the data. After the age of 80, we assume that households remain with
certainty in the income decile they were in at age 80.
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The formal model
The problem that households are assumed to face at age 𝑡𝑡 is given by:
T

(1)

max Et ∑ ϕ k β k −t u ( ck )

{ ck , ak }k =t ,T

s.t.

k =t

(2)

ak = yk − ck + Rak −1

(3)

ak ≥ 0

The first equation states that households choose the level of consumption 𝑐𝑐𝑘𝑘 and assets 𝑎𝑎𝑘𝑘 that maximize their
expected utility over the remainder of their lifetime. 𝜑𝜑𝑘𝑘 is the probability that a household survives between
year 𝑘𝑘 − 1 and 𝑘𝑘, 𝑢𝑢(𝑐𝑐𝑘𝑘 ) is the utility given by consumption in year 𝑘𝑘 and 𝛽𝛽 discounts the household’s utility
from future consumption and indicates the household’s preference for future consumption. The income that
the household receives 𝑦𝑦𝑘𝑘 is uncertain: every period the household can jump to a higher income bin or drop
to a lower income bin. The probabilities to transit from one income bin to the other and the mean income in
each bin are known to the household once it enters the labor market.
We define the household’s gross discount rate as follows
𝑅𝑅ℎ𝑘𝑘 =

1

𝛽𝛽𝜑𝜑𝑘𝑘

.

(4)

A household is “patient” if the return on assets is higher than the rate at which it discounts the utility from
future consumption 𝑅𝑅 > 𝑅𝑅ℎ𝑘𝑘 . In this case, the household has an incentive to save over its life-time even if its
income is constant and certain.
The second equation is the household’s budget restriction. It states that wealth equal savings in the current
period (income 𝑦𝑦𝑘𝑘 minus consumption 𝑐𝑐𝑘𝑘 ) plus the accrued wealth they carry over from the previous period
𝑅𝑅 𝑎𝑎𝑘𝑘−1 , where 𝑅𝑅 is the gross interest rate on assets.
We can rewrite the budget restriction as follows

(5)

ak − ak −1 = yk − ck + ( R − 1) ak −1

where (𝑅𝑅 − 1)𝑎𝑎𝑘𝑘−1 is the financial income of the household while 𝑎𝑎𝑘𝑘 − 𝑎𝑎𝑘𝑘−1 represents the additional sum
that the household saves at time 𝑘𝑘. We can see that in the model financial income is accounted for separately
from the other income sources comprised in 𝑦𝑦𝑘𝑘 . This is why we remove financial income from disposable
income before estimating the income process of Dutch households.
Finally, the third equation rules out net wealth being negative.
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The utility from consumption is given by the following Constant Relative Risk Aversion (CRRA)
specification:

u (c ) =

c1−σ
1−σ

(6)

The parameter 𝜎𝜎 measures how averse to risk households are: a higher 𝜎𝜎 indicates a higher risk aversion.

The model is a partial equilibrium one: the return on assets 𝑅𝑅 is determined outside the model. It is not
stochastic and its value is calibrated as we explain in the next subsection.

3.2 Parameters
To calibrate the parameters of the model, we use the probabilities of men and women surviving until the next
year obtained from Statistics Netherlands (CBS) for the year 2010. As men and women have different survival
probabilities, we take the mean of the two series. We assume that households enter the labor market at 25
years of age and that all households die before 99 years of age (hence T=98 years). Figure 3.1 shows how the
probability of surviving until next year varies with age.
Figure 3.1 Probability of surviving until next year decreases with age

The values of the model parameters are presented in Table 3.1. In the literature, the values of these parameters
vary substantially. Structural estimations indicate that the values for the time preference parameter 𝛽𝛽 lie
between 0.93 and 0.99, while the risk aversion parameter 𝜎𝜎 lies between 1.5 and 5 (Alan and Browning (2010),
French (2005), Gourinchas and Parker (2002), Guvenen and Smith (2014), Cagetti (2003)).
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We calibrate the model in the following manner. We first set the gross real return on assets 𝑅𝑅 equal to 1.03,
which is also the value used in the CPB’s GAMMA model. This is a plausible value given that the average gross
real return on wealth is estimated to be equal to 1.0671 for the period 1980-2015 in the Netherlands (see Jordà
et al (2019)). Then, we set the time preference parameter 𝛽𝛽 equal to 0.98 (corresponding to an annual discount
rate of 2% used by households to compute the present value of future consumption utility). The probability of
surviving from one period to another 𝜑𝜑 is equal to 0.99 on average over a Dutch household’s lifetime (Figure
3.1). Hence, the value we have set for 𝛽𝛽 implies that the return on assets is, on average, equal to the rate with
which households discount the utility from future consumption 𝑅𝑅ℎ =

1

𝛽𝛽𝛽𝛽

, i.e. 𝑅𝑅 = 𝑅𝑅ℎ, on average, over a

household’s lifetime. Under this calibration, if income were constant and certain across a household’s
lifetime, it would have no incentive to save. Consequently, the values we chose for 𝑅𝑅 and 𝛽𝛽 ensure that the
optimal household wealth implied by the model is mostly intended to smooth the hump shaped profile of
household income and to protect against income fluctuations and not a result of households being patient. In
Section 5.4 we explore the sensitivity of optimal wealth to various values of 𝑅𝑅 and 𝛽𝛽.
We note that 𝑅𝑅 = 𝑅𝑅ℎ holds on average over a household’s life, but not each period due to the age varying
character of the survival probability 𝜑𝜑. Until 65 years 𝜑𝜑 > 0.99 and 𝑅𝑅 > 𝑅𝑅ℎ, so households also save an
additional small amount because the return on assets is higher than their discount rate (see also Section 4.1.,
Figure 4.3 for the implications of the time varying survival probability on savings). The parameter indicating
the household’s risk aversion 𝜎𝜎 is set equal to 2.

Table 3.1 Parameter values in the baseline calibration of the model

Parameter
σ: risk aversion and inverse of intertemporal substitution coefficient

Value
2

β: time preference parameter

0.98

R: gross real interest rate

1.03

4 Results – optimal wealth
In this section we present the results obtained with the model. We simulate the optimal wealth level given the
estimated income process discussed above and the calibrated parameters listed in Table 3.1. for a population
of households. The income of each household fluctuates randomly over its life according to the income
process estimated using Dutch data. We compare the moments of the simulated optimal wealth levels with the
moments of the actual level of net wealth of Dutch households. Data on the level of net wealth of Dutch
households comes from the Inkomstenpanelonderzoek – vermogens (IPO vermogens) over the period 2006 2013. As we previously mentioned, pension assets are not included in the wealth data. This is due to the fact
that we measure household income 𝑦𝑦 as disposable income. This measure of income is net of pension
contributions and inclusive of pension benefits. As a result the accumulation of pension assets does not fit in
the accounting scheme we use in our model.
In order to make the wealth data comparable with the income data used to estimate the income process, we
apply the same sample selection and the same data transformations. Specifically, we eliminate observations of
households aged less than 25 years or older than 80 years, and the observations in which households report an
income from self-employment. We deflate wealth to real values using the Consumer Price Index and transform
this real wealth into wealth per household member by dividing it by the CBS equivalization index.
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In the rest of the section, we denote the accumulation of wealth resulting from the model as the “optimal
wealth”. However, we note that the result of the model is “optimal” conditional on the assumptions we made
about the economic environment (eq. the existence of tight borrowing constraints, no incentive to leave
bequests), the parameters we chose in the baseline calibration and the income process we estimated.

4.1 Optimal versus actual median wealth
This subsection presents the median levels of optimal consumption and optimal wealth for the entire Dutch
population. In later subsections we present results for low income households (4.2), renters and homeowners
(4.3) and different educational levels (4.4). We compare the mean and median optimal wealth from our
simulated population to the corresponding values from the Dutch data 7.
Median optimal wealth peaks at 110 thousand euros close to retirement age and then decreases to zero by 90
years of age. Figure 4.1 shows that according to our model households consume less than their income until 58
years of age. Once a household’s income starts to decrease after 55, households continue to increase their
consumption 8 by reducing the pace at which they save until 65 years of age and by dissaving after 65. Elderly
households dissave much more (consume more than their income). The rate at which elderly households
dissave is relatively fast compared to the period of more gradual savings accumulation. This is because
households face an increasingly greater probability of death as they age.
Figure 4.1 Optimal median wealth of Dutch households peaks at 110 thousand euros at the retirement age

7 Mean and median wealth differ significantly in the data due to the existence of very wealthy households at the top of the wealth

distribution.
Optimal consumption increases due to the upward sloping profile of income until the age of 55 but also due to the existence of
income risk. Even if household income was on average the same over the lifetime, under uncertainty a household saves also for
precautionary reasons and, hence, its consumption profile increases over the lifetime (in the beginning of a household’s lifetime
consumption is lower than it would be in the absence of income shocks and at the end of its lifetime it is higher than it would be in the
absence of income shocks). At age 80 the consumption profile decreases because two things happen: income uncertainty disappears
and the probability of surviving until the next period decreases substantially.

8
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The median wealth generated by the model is similar to the median wealth we observe in the data (Figure 4.2,
left panel). Significant differences immerge only during the latter part of a household’s lifetime. Optimally,
households start consuming their wealth after 64 years of age when income drops at the start of retirement.
However, we see from the data that households continue accumulating assets at the same pace until 65 years
of age and thereafter consume only about half of their wealth. To a certain extent, the difference between the
model and the data after 60 years of age can be explained by the desire to leave a bequest to descendants (see
Section 5.1).
The mean observed net wealth of Dutch households is around 40% higher than mean optimal wealth at 60
years of age (see the right panel of figure 4.2). After 60, mean optimal and observed wealth levels diverge even
more. The difference between the mean and median optimal wealth generated by the model and the observed
mean and median in the data is a result of the fact that households with the most wealth save much more than
is “optimal”. Figure A2 in Appendix A shows that Dutch households in the 3rd quartile (p75) with respect to
wealth save more than is optimal after 55 years of age and they do not dis-save after retirement. In contrast, the
households from the 1stt quartile (p25) have virtually no savings, while “optimally” their savings would be
around 50 thousand euros by 55 years of age.
Figure 4.2 Median optimal and observed wealth are similar, while mean optimal wealth is 40% higher than mean
observed wealth at 60 years of age

4.2 Why do households save?
In this subsection we construct three counterfactual scenarios in order to determine the main reasons why
households save. In the first scenario, we assume that households do not face income uncertainty: they enter
the labour market in a certain income bin and stay there until the end of their lifetime. Households know this
with certainty once they enter the labour market. Hence, these households do not face uncertainty regarding
their future income. In this scenario households save in order to smooth out the known hump shaped profile
of income over their lifetime (see the left panel of Figure A3 to Figure A12 in Appendix A for the profile of
income in each income decile). The difference between the baseline simulation and the first scenario gives the
level of precautionary savings and is depicted by the blue area in Figure 4.3.
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In the second scenario, we assume that households do not face income uncertainty, as in the first scenario,
and also that their income does not change over their lifetime: they enter the labour market in a certain
income bin and they have thereafter a constant income. The hump shaped profiles of income illustrated in the
left panel of Figure A3 to Figure A12 are replaced by flat lines in this scenario. Hence, the difference between
the second and the first scenario gives the level of savings required to smooth out consumption in the
presence of anticipated income changes associated with the hump shaped profile of income over a household’s
lifetime. This component of optimal wealth is depicted by the red area in Figure 4.3.
In the third scenario, aside from setting the income of households constant over their lifetime (as in scenario
2), we also recalibrate the time preference parameter 𝛽𝛽 such that the return on capital in each period is equal
to the rate with which households discount future consumption utility, i.e. 𝑅𝑅 = 𝑅𝑅ℎ, 𝑅𝑅ℎ =

1

𝛽𝛽𝑡𝑡 𝜑𝜑𝑡𝑡

for any period

t. In this scenario households have no reason to save at any point during their lifetime. Hence, the difference
between the third and the second scenario represents the savings that households accumulate during periods
when the rate of return on assets is higher than their discount rate (excess return on assets). This component of
optimal wealth is depicted by the pink area in Figure 4.3.
The median optimal wealth of Dutch households is comprised of equal amounts of precautionary savings and
savings for smoothing anticipated income changes reflected in the hump shaped income profile, but the timing of
the accumulation differs (Figure 4.3, left panel). Until 50 years of age most optimal wealth is comprised of
precautionary savings. After 50 years households primarily save in order to smooth out consumption in the
face of a drop in income after retirement. The initial negative level of savings for smoothing the hump shaped
profile of income is due to the fact that household income increases until the 55 years of age (Figure 2.1). As a
result, borrowing is necessary in order to smooth consumption during this period 9. Precautionary savings
accumulate slowly until 65. Afterwards, there is still some income risk but uncertainty is much smaller (Figure
2.2, left panel). Hence, precautionary savings are quickly consumed.
Figure 4.3 At the peak, the median of the optimal wealth levels is comprised of equal amounts of precautionary
savings and savings for smoothing anticipated income changes

Although we do not allow households to borrow against their future income, the different components of the optimal wealth level
can be negative, indicating that households would optimally borrow for a certain reason. The no borrowing constraint is satisfied as
long as the total level of wealth is positive.
9
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Finally, a small part of savings is due to the fact that the return on assets is higher than the household’s
discount rate until 65 years of age, i.e. 𝑅𝑅 > 𝑅𝑅ℎ, 𝑡𝑡 ≤ 65.

To the extent that households save for precautionary reasons, these savings should be held in a relatively
liquid form. Financial assets are therefore most suitable for precautionary savings. This is in contrast to
housing wealth which is considered illiquid due to the large transaction costs associated with the housing
market. As a result housing wealth is not readily available to smooth out income shocks, especially when the
shocks are temporary. However, we note that some households may be able to obtain either a personal loan or
second mortgage based on the net value of their house.
We find that the median level of financial wealth actually held by Dutch households is typically below the
median optimal level of precautionary savings. Half of the median optimal wealth is due to precautionary
savings, but Dutch households hold very little wealth in financial assets (the median holding of financial
assets is less than 20 thousand euros at 60 years of age, see Figure 4.3). This suggest that there is to some
degree a mismatch between the type of assets that Dutch households hold and the reasons why they optimally
save.

4.3 Optimal wealth of households from different income
deciles
In the previous section, we discussed the median optimal wealth simulated for Dutch households. We now
analyze the optimal wealth of various income subgroups. We base our analysis here on counterfactual income
paths for households that start and end their lifetimes in the same income bin. The income paths are
counterfactual in the sense that almost no households remain in the same income bin over their entire
lifetime. Hence, we cannot compare the optimal wealth obtained from these simulations with the actual
wealth of Dutch households from different income bins.
Figure 4.4 Households from higher deciles of income have higher optimal wealth

CPB NOTITIE – Are the savings of Dutch households optimal?

Page 20 of 46

Optimal wealth varies substantially across these constructed income groups. The households from the lowest
income deciles (decile 1-decile 3) optimally hold very little wealth (Figure 4.4, left panel). As we move up to
households from the top income deciles optimal wealth increases substantially: households from the highest
income bin (1oth income decile) hold more than twice as much wealth as households from income decile 9 do.
Households from higher income deciles optimally save more than households from lower income deciles
both due to higher income uncertainty and to a larger drop in income after retirement (see Appendix A, the
left panel of Figure A3 to Figure A12 ). The fact that precautionary savings increase as we move to higher
income deciles is explained by the fact that households in higher income deciles face a higher probability of
dropping to a lower income group than households from lower income deciles do. The replacement rate of
households’ pensions (i.e. the ratio between pension and average life-time income) decreases as household
income increases. For example, a household from income decile 6 loses 19% of its income at 65 years of age
relative to its income at 55 (see Figure 4.5, left panel), while a household from decile 1 has roughly the same
income at the age of 55 and 65 (see Figure A3 , left panel). Hence households from higher income deciles also
save more than households in lower income deciles in order to smooth out this anticipated drop in income.
Figure 4.5 Households from decile 6 of income face an important drop in income after retirement and save mostly
for smoothing its impact on consumption

4.4 Optimal versus actual wealth of renters and
homeowners
The difference between the median actual level of wealth of homeowners and renters is sizable (Figure 4.6 and
Figure 4.7, left panels). Homeowners face more income risk over their lifetime and suffer a larger drop in
income after retirement than renters (Figure 2.4), hence the model predicts that they should save more.
However, the difference in the data between the median net wealth of homeowners and renters is
considerably bigger than in the model. Renters save substantially less than the optimal level over their
lifetime: at the age of 60 years the difference between the median optimal and the median actual wealth level
is equal to over 70 thousand euros. Figure 4.6 indicates that the median optimal wealth of renters is comprised
almost entirely of precautionary savings, while savings to smooth out the hump shaped profile of income are
minimal. The significant shortfall in renters’ actual net wealth indicates that they are generally not adequately
able to cushion the income shocks that they are expected to face during their lifetime.
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The potential welfare gains for renters of achieving the optimal wealth level are large. In order to gauge the
difference in welfare between the optimal and actual net wealth of renters, we simulate a version of the model
for renters in which they have zero savings their entire life. In this scenario, renters must receive a
compensation of 5.8% extra consumption each year to be as well off as under the optimal net wealth
accumulation scenario. 10 Hence the welfare cost of the low wealth accumulated by renters is significant.
Figure 4.6 Renters hold too little wealth for smoothing income shocks

The median wealth of homeowners is higher than the median optimal wealth after 37 years of age. The
difference between the actual and the optimal wealth level increases substantially across the lifetime. The
median optimal wealth of homeowners is equally divided between precautionary savings and savings for
retirement. Yet the level of financial wealth of Dutch homeowners is very small over their lifetime. The
difference between the optimal wealth accumulated for precautionary reasons and actual financial wealth
indicates that homeowners may not be well prepared to smooth out income shocks. To adjust to any shocks,
homeowners may need to obtain either a personal loan or a second mortgage on their house, or need to
adjust their consumption. In a follow up analysis it would be interesting to determine to what extent the
difference between optimal wealth and observed wealth can be explained by homeowners having a preference
for owning their own home.

Performing the same scenario for homeowners would not be very insightful because according to the data homeowners actually
save more than is optimal. Hence a scenario in which they have no savings would be unrealistic.
10
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Figure 4.7 Homeowners have less financial wealth than necessary to smooth income shocks (precautionary
savings) until their old age

4.5 Optimal versus actual wealth for different education
levels
In section 4.2. we discussed optimal household wealth for households situated in different income bins.
However, these results are based on counterfactual income paths and hence cannot be compared to the actual
wealth of Dutch households. In this section we analyze the optimal wealth of Dutch households split into
different education categories. We perform this analysis because we saw in section 2.1. that the mean lifetime
income of households with heads of differing levels of educational attainment varies significantly.
Before retirement age, households headed by a primary earner with a lower level of educational attainment
save substantially less wealth than the optimal amount (Figure 4.8, left panel). The decomposition of their
optimal wealth (Figure 4.8, right panel) indicates that the majority of their savings should be held for
precautionary reasons while a negligible amount is needed to smooth out consumption after retirement. If we
simulate a version of the model for lower educational attainment households in which they have zero savings
throughout their life, the compensation they would require to obtain the same welfare as in the optimal
scenario is 4.5% of consumption each year. This indicates that the welfare loss of this low level of savings is
significant.
In contrast, a household that has a head with a medium or higher level of educational attainment saves
approximately in line with the optimal predicted level at around 60 years of age (Figure 4.9). After 65, these
households save more than is optimal and this difference is substantial. This is due to homeownership, as
medium and higher education households are more likely to own a house than households with lower
educational attainment. The level of financial wealth is low for both medium and higher educational
attainment households indicating that they are also not well prepared to smooth income shocks without
resorting to borrowing. Here too it would be interesting to see how much of the difference between actual and
optimal wealth of medium and higher education households is due to a preference for owning their home.
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Figure 4.8 Households with a lower education level do not save enough to smooth income shocks

Figure 4.9 Households with a medium education level and a higher education level have wealth that is equal to the
optimal level around the age of 60
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5 Sensitivity analysis
In this section we analyze the implications of changing some of the assumptions we made in the model (no
bequest motive, non-parametric income process, no cohort effects) and the sensitivity of the results with
respect to the calibrated coefficients.

5.1

Introducing a bequest motive in the model

The bequest motive is the most important theoretical explanation for the lack of asset decumulation after a
person’s retirement. However, recent empirical evidence from Kooiman et al. (2019) suggests that for the
Netherlands this is may not be a valid explanation. According to this study, neither households with children
nor those without children dis-save after retirement. This suggests that there may be some other reason why
households hold on to their wealth after retirement. Nevertheless, we simulate a version of the model in
which households have a bequest motive in order to see how this affects the baseline model.
We employ the “warm glow” specification of the bequest motive first introduced by Andreoni (1989). In this
specification of the model, households derive utility from leaving their wealth as a bequest in the case that
they do not survive until the next period. As in de Nardi (2004), the utility households get from leaving a level
of bequests b is equal to:
1−σ


b
υ=
(b) υ1 1 + 
 υ2 

where υ1 measures the strength of the parent’s bequest motive, υ 2 measures to what extent bequests are
luxury goods and σ is the same risk aversion parameter used in the utility of consumption. We employ the
calibration from Nardi (2004): υ1 =
11.6 . The parameters match two features of U.S. data: the wealth
−9.5,υ2 =
transfers between households and their descendants as a percent of total wealth (60%) and the ratio between
the average bequests left by singles and median household income (6.25%).
Including bequests can help explain part of the households’ wealth in excess of the optimal level: mean wealth
accumulation is higher when households have a bequest motive (Figure 5.1). However, the model still implies
that households should decumulate at least part of their assets toward the end of their lifetime. Moreover, the
existence of a bequest motive implies that median household wealth should be substantially higher than what
Dutch households currently have (Figure 5.1).
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Figure 5.1 Even if households value leaving bequests, optimal wealth declines after retirement

5.2 Using a parametric income process as input in the model
Because income risk is an important reason for saving, we also analyze how our results change when we use a
parametric income process as input in the model. The parametric income process that we estimate on Dutch
data decomposes shocks to income in initial shocks (received when households enter the labor market),
persistent shocks (these influence the income of households for a long of period of time) and transitory
shocks (these influence the income of households only in the period when they take place). Appendix B gives a
formal characterization of this type of parametric process (that we call an AR(1) process) and explains how we
estimate it. In this section we only discuss the implications for the optimal wealth of Dutch households.
The parametric AR(1) process has the advantage that it can distinguish between the different types of shocks:
initial, persistent and transitory. However, it has the disadvantage that its parameters are constant over age
and across income bins. Consequently, the AR(1) process performs worse in terms of capturing the mean and
the variance of disposable income of Dutch households over their life-time than the non-parametric version
(Figure 5.2). Moreover, the mean income of various income deciles at different ages are better fitted by the
non-parametric income process (Figure A1, Appendix A).
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Figure 5.2 The nonparametric income process produces a better fit of the data than the AR(1) model

Both the mean and median optimal wealth obtained using the AR(1) process are lower than the mean and
median optimal wealth based on the nonparametric income process. They are also lower than the actual
savings of Dutch households (Figure 5.3 and Figure 5.4). Peak optimal wealth based on the AR(1) process is
only 40% of peak optimal wealth based on the non-parametric process. This difference is due to that fact that
the AR(1) process generates constant income risk both over a household’s lifetime and over income groups. As
a result, the model produces substantially lower precautionary savings based on the AR(1) process. The fact
that income risk is constant over a household’s lifetime is at odds with the household data which shows that
income risk increases between 55 and 65 years of age (Figure 5.2, right panel). It is precisely in the period
between 55 and 65 years of age that a substantial amount of total wealth is accumulated. Moreover, the
household data also indicates that income risk is not the same across income groups: income shocks are more
persistent for lower and higher income households than for middle income households (see Figure 2.2, left
panel).
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Figure 5.3 Optimal mean wealth is lower under the AR(1) process

Figure 5.4 Median optimal wealth is lower under the AR(1) process

5.3

Cohort effects

Due to the very short time dimension of the data (8 years of data, 2006-2013), we cannot control for both
cohort and time effects before estimating the income process. As we mentioned in Section 2, before
estimating the income process we eliminate year effects from the income data. In this subsection, we check
whether there may be cohort effects present in the data after the adjustment for year effects by plotting the
income profile of different cohorts. Figure 5.5 illustrates the mean income of cohorts born between 1933 and
1983. Until the age of 70, cohort effects play a small role for the life-cycle profile of mean disposable income.
However, there are stronger cohort effects after the age of 70. At the age of 70 mean income is 5.7% lower for
the cohort born in 1938 compared to the one born in 1943 and at the age of 75 income is 5% lower for the
cohort born in 1933 compared to the one born in 1938. For ages between 25 and 70 the income difference
between cohorts is lower, ranging between 0.1% and 3.8%. The presence of significant cohort effects after the
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age of 70 can lead to an overestimation of the drop in income after this age and to an overestimation of the
optimal wealth accumulation necessary to smooth the impact of this drop in income on consumption.
Figure 5.5 The mean income of cohorts born in 1933 and 1938 is lower than the one of later cohorts at the same age

We perform a robustness check in which we keep mean disposable income constant after the age of 70 (Figure
5.6, left panel). The results show that the impact on the median of optimal wealth accumulation is small
(Figure 5.6, right panel). Compared to the baseline scenario, households accumulate a level of wealth that is
only 10 thousand euros lower at the peak.
Figure 5.6 Assuming a constant income after the age of 70 leads to a slightly lower median optimal wealth
accumulation
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5.4 Sensitivity with respect to the calibration of the
coefficients
An important determinant of optimal wealth is the relationship between the value of the return on assets 𝑅𝑅
and the time preference parameter 𝛽𝛽 multiplied by the survival probability 𝜑𝜑. The greater the difference
between the return on assets 𝑅𝑅 and the rate with which households discount future consumption utility, 𝑅𝑅ℎ =
1

𝛽𝛽𝛽𝛽

, the more households will optimally want to save. While the return on assets and the survival probability

are observable, the household’s time preference is very difficult to determine. We calibrated a value for 𝛽𝛽 by
assuming that households do not have a preference for saving or dissaving if their income is constant and
certain. In this case the return on assets is equal to the factor used by households to discount the future utility
of consumption, i.e. 𝑅𝑅 = 𝑅𝑅ℎ. We analyze how optimal wealth changes when we depart from this assumption.

A higher 𝛽𝛽 (0.99 compared to 0.98 in the baseline) implies that households discount future consumption at a
lower rate (1% on an annual basis compared to 2% annually in the baseline), they value future consumption
more and hence save around 36% more at peak optimal wealth (Figure 5.7, left panel). The opposite is true in
case of a lower 𝛽𝛽 (0.96 compared to 0.98 in the baseline): households discount future consumption at a
higher rate (4% annually compared to 2% annually), hence they value future consumption less and accumulate
less than 50% of maximum optimal wealth in the baseline. We note however, that in all the alternative
scenarios households still decumulate their assets at the end of their lifetime, while in the data wealth
remains roughly constant after retirement. Therefore our conclusion that Dutch households hold more wealth
than is optimal at the end of their lifetime still holds for different values of the time preference parameter.
The life-cycle profile of consumption is also influenced by our choice of the value for 𝛽𝛽 (Figure 5.7, right
panel). A high 𝛽𝛽 implies that households value future consumption more than in the baseline scenario: hence
consumption is lower at the beginning of a household’s lifetime and higher after 55 compared to the baseline.
This consumption profile is achieved through a higher level of savings than in the baseline scenario.
In conclusion, the value assumed for 𝛽𝛽 has a substantial impact on the optimal wealth of households.
However, a higher value for 𝛽𝛽 implies that optimal wealth is higher for all categories of households.
Consequently, our results that renters and lower educational attainment households save less than is optimal
still holds for a lower discount rate. For higher discount rates, corresponding to lower values of 𝛽𝛽, the optimal
wealth for all categories of households is lower. As long as the value of 𝛽𝛽 is higher than 0.945 (corresponding
to an annual discount rate of 5.5%) the median actual wealth level of households with lower educational
attainment is still less than the optimal level until they are 55 years of age. In the case of renting households,
as long as 𝛽𝛽 is higher than 0.93 (corresponding to an annual discount rate of 7%), the median actual wealth
level is less than the optimal level until they are 55. Hence, the result that, at the median, households with
lower educational attainment and renters both save less than is optimal holds for most plausible values of 𝛽𝛽.
When we analyze the effect of the real gross return on assets R, we find that a lower value decreases the
optimal wealth of Dutch households. If we specify a gross real interest rate 𝑅𝑅 of 1.01, the optimal wealth level
is 50% lower (Figure 5.8).
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Figure 5.7 The value of the time preference parameter has a sizeable impact on median optimal wealth and
consumption

Figure 5.8 The value of the rate of return on assets has an important impact on median optimal wealth

The final parameter sensitivity analysis looks at the impact on optimal wealth of different survival probabilities
across the three household groups with varying levels of educational attainment. According to the CBS data,
people with lower educational attainment have lower year-to-year survival probabilities than people with a
medium level of educational attainment, while people with higher educational attainment have higher
survival probabilities than people with a medium educational attainment. For example, at 65, a person with a
lower educational attainment level has a life expectancy of 19.4 years and a probability to survive until the
following year of 0.9864, while a person with a medium educational attainment level has a life expectancy of
20.5 years and a probability to survive until the following year of 0.9891, and a person with a higher
educational attainment has a life expectancy of 22.2 years and a probability to survive until the following year
of 0.9915.
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We simulate the model for households with a lower level of educational attainment using the year-to-year
survival probabilities that match this group, instead of the values for the average Dutch household 11. This
results in slightly lower median optimal wealth (Figure 5.9), reflecting the fact that a shorter life span induces
households to save less. However, optimal wealth is still higher than observed wealth.
An aspect that this analysis does not adequately capture is the fact that individuals with lower levels of
educational attainment not only have a shorter life span, but their number of years spend in good health after
65 years is considerably lower than individuals with medium or higher levels of educational attainment. In
fact, CBS data indicates that, at 65, persons with lower levels of educational attainment have on average 10.2
more years of good health, whereas persons with a medium level have 13.3 more years, and persons with a
higher level have 15.2 more years on average. This would imply that households with a lower level of
educational attainment have lower consumption needs in later life and, hence, that their optimal wealth
accumulation could be lower.
Figure 5.9 The impact of lower survival probabilities for low education households is small

11 The CBS figures for expectancy on education levels stop at age 80, while in the baseline simulation of the model we used the data for
the probability of survival until age 98. In the sensitivity analysis we backed out the survival probability from the life expectancy figures
and we interpolated the data for the period between age 80 and age 98.
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Appendix A -Additional graphs and
tables
Table A1

Equivalization scale, by Statistics Netherlands (CBS)
Number of underage children

Number of adults

0

1

2

3

4

1

1

1.33

1.51

1.76

1.95

2

1.37

1.67

1.88

2.06

2.28

3

1.73

1.95

2.14

2.32

2.49

4

2.00

2.19

2.37

2.53

2.68

Figure A1 Model fit
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Figure A2 Wealth distribution in the model vs data

Figure A3 Income and optimal wealth of households in decile 1 of income
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Figure A4 Income and optimal wealth of households in decile 2 of income

Figure A5 Income and optimal wealth of households from decile 3 of income
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Figure A6 Income and optimal wealth of households from decile 4 of income

Figure A7 Income and optimal wealth of households from decile 5 of income
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Figure A8 Income and optimal wealth of households from decile 6 of income

Figure A9 Income and optimal wealth of households from decile 7 of income
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Figure A10 Income and optimal wealth of households from decile 8 of income

Figure A11 Income and optimal wealth of households from decile 9 of income
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Figure A12 Income and optimal wealth of households from decile 10 of income
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Appendix B – The estimation of a
parametric income process
In this appendix we present the results of the estimation of a parametric income process. We select a
parametric specification widely used in the literature (see Kaplan (2012), Guvenen (2009)). Under this
specification, income shocks are decomposed into a shock that households receive before they enter the labor
market (initial shock - α ), a persistent shock

( z ) and a transitory shock ( ε ) :

yh =α + zh + ε h , ε h ~ N ( 0, σ ε2 ) and α ~ N ( 0, σ α2 )
=
zh ρ zh −1 + ζ h , ζ h ~ N ( 0, σ ζ2 )

(4)

In the above equations h represents the age of the household, σ α2 is the variance of the initial income shock, σ ε2
is the variance of the transitory income shock, σ ζ2 is the variance of the persistent income shock and ρ is the
persistence of the income shock. We will call this process an AR(1) process. The term α captures the shocks
that affect the households’ income early in their lifetime (for example innate ability). The term z represents
persistent shocks to household income such as long term disability or a long period of unemployment, while
the term ε captures temporary shocks such as bonuses or short unemployment spells.
The moments of the AR(1) process are given by the following expressions:

1 − ρ 2h 2
σ α2 +
σ ζ + σ ε2
var( yh ) =
1− ρ 2

σ α2 + ρ s
cov( yh , yh +=
s)

1− ρ
σ ζ2
1− ρ 2
2h

(5)

The parametric process is estimated by matching the theoretical moments of the process given in (5) with the
empirical moments computed from the data. In our dataset we have a maximum of 8 years of observations for
each household (2006-2013), therefore we base our estimation on the moments up to s = 8 .
Consistent with the estimation of the non-parametric process, we base our estimation on households
between 25 and 80 years of age. This results in a total of 420 empirical moments to match with the theoretical
ones. As in the case of the estimation of the non-parametric process, we eliminate observations in which
households receive income from self-employment.
The estimation of the parametric income process involves the following steps. First, we regress the log of
disposable income on a full set of age and year dummies. The resulting residuals represent the income shocks.
We use the age dummies to compute the deterministic part of the households’ income. Second, using the
residuals of the regression, we compute the empirical moments that correspond to the theoretical ones
described in equations (5). Finally, we estimate the coefficients of the income process by minimizing the
distance between the theoretical moments and the empirical ones. The results of the estimation are presented
in Table . The 95% confidence intervals for the estimated values are computed by bootstrapping.
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Table B1

Estimated coefficients of the AR(1) process

Coefficient

Estimated value

95% confidence interval

σ α2 : variance of initial shock

0.1109

(0.1077;0.1186)

σ ζ2 : variance of persistent component

0.0264

(0.0239;0.0340)

σ ε2 : variance of transitory component

0.0126

(0.0066;0.0159)

ρ : persistence

0.6888

(0.58;0.72)
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Appendix C – Optimal wealth
accumulation of self-employed
households
In this appendix, we present the results of the estimation of the income process for households with a selfemployed head and the simulation of their optimal wealth accumulation. We define a self-employed
household as a household that obtains any income from self-employment in any of the observation years
(2006-2013). We eliminate the bottom and top 1% earners in order to avoid outliers. After applying this sample
selection, we estimate the income process of self-employed households using the same methodology as in
Section 2.
Figure C1 The income persistence of self-employed increases little over the life cycle

The income of self-employed households has a smaller persistence than the income of the rest of the
households (compare Figure C1 with Figure 2.2), implying that there is more mobility between the different
income groups in the case of self-employed. Also, the income persistence of self-employed households
increases little over their life compared to the rest of the households.
Self-employed households suffer a similar income drop after the retirement age as the rest of the households
(Figure C2 , left panel). However, they face a considerably higher income risk at any age (Figure C2, right
panel). This suggests that the optimal wealth accumulation of self-employed households should be higher
than the one of households that are not self-employed.
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Figure C2 Self-employed households experience a similar drop in disposable income after retirement as the rest of
the households but face a considerably higher income risk over their working life

When we compare the median of the optimal wealth levels with the median of the actual wealth levels, we see
that self-employed households save more than optimal after the age of 55 (Figure C3, right panel). Compared
with the households that are not self-employed, the peak of the median optimal wealth level is almost double
for self-employed households (Figure C3 and Figure 4.1). The higher level of optimal wealth is explained by the
higher risk faced over the life-cycle.
Figure C3 The median of optimal wealth levels of self-employed households is higher than the median actual
wealth level after the age of 55

CPB NOTITIE – Are the savings of Dutch households optimal?

Page 43 of 46

Self-employed households hold less liquid savings (measured by their financial wealth) than the optimal level
of precautionary savings (Figure ). This implies than unexpected fluctuations in their income must be
accommodated by changes in consumption. We found the same result for the total population excluding selfemployed households, as well as for subgroups of the total population (all education levels, renters and
homeowners).
Figure C4 Self-employed households hold less liquid assets than the optimal level of precautionary savings
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