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Abstract

Unemployment rate forecast errors of widely used forecasting methods vary
with the state of the business cycle. Forecasting errors tend to be larger at
times of strong economic change, especially during recessions. Interestingly,
although all forecasting models exhibit this pattern, they do not exhibit it
to the same degree. Some models perform relatively well during recessions,
others during recovery periods, and yet others again during calmer periods.
The pattern is also sensitive to the forecast horizon: the same model can
perform relatively poorly during recessions for short-term forecasts, but per-
form relatively well for longer-term forecasts. We show that the choice of the
best model depends on the amount of weight given to forecast for recession
and recovery period, in combination with the forecast horizon.

Keywords: Unemployment rate, Forecast errors, Machine Learning

1. Introduction

Economic forecasting is notoriously difficult in turbulent economic times,
especially for recessions (Clark et al., 2020; Galbraith & Van Norden, 2019;
Barnichon et al., 2012; Askitas & Zimmermann, 2009). Take for example
the unemployment rate projections made for the COVID-crisis. The US
unemployment rate increased from 3.7% in 2019 to 8.1% in 2020, whereas in
june 2019 the Federal reserve expected the 2020 unemployment rate to be in
the range of 3.3%-4.0%1. However, the drop in unemployment from 2020 to
2021 was missed too. While unemployment fell from 8.1% in 2020 to 5.3%

1See Economic projections of Federal Reserve Board members, June 19, 2019. https:
//www.federalreserve.gov/monetarypolicy/fomcprojtabl20190619.htm
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in 2021, the Federal reserve projected an unemployment rate of 5.9%-7.5%
in june 2020.2

Although the forecasting performance of economic models for specific re-
cession periods and their recoveries has been studied before3, evidence on the
predictive performance of forecasting methods during recessions and recov-
ery period in general is limited. We therefore examine the degree to which
unemployment forecasting errors of different models vary with the speed of
economic change. That forecasting errors tend to be larger in such times is
not a surprising result on its own; there may very well exist unforeseeable
economic shocks that all forecasting models miss. However, if this pattern is
stronger for some forecasting models than for others, forecasters may want
to opt for forecasting models for which this pattern is weaker. An possible
incentive for this is that attention on economic forecasts increases during tur-
bulent times–especially in case of negative economic developments–(Damstra
& Boukes, 2021).

To show how the predictive performance of forecasting models varies with
the business cycle, we predict US unemployment using a set of models esti-
mated on the FRED-MD dataset. This data consists of 134 monthly U.S.
macro-economic indicators, that covers 1960 to 2020. We assess the pre-
dictive performance of a set of five different types of estimators that are
widely-used in forecasting exercises: Auto-reggresive model (AR), Least Ab-
solute Shrinkage and Selection Operator (LASSO), Bayesian Vector Auto-
Regression (BVAR), Support Vector Regression (SVR), and Random Forest
(RF). Additionally, we create a combined forecast by taking the simple av-
erage of individual model’s forecasts. We judge the forecasting performance
using the Root Mean Squared Error (RMSE). In order to show changes in
forecasting performance when more weight is given to recession or recovery
periods, we assign weights to forecast errors based on the curvature of the un-
employment cycle. We refer to this measure as as the cycle weighted RMSE
(WRMSE).

We find that forecasting errors are larger at times of strong economic
change, especially when the cycle indicator is large and positive: during re-
cessions. Interestingly, the extend of this pattern differs between forecasting

2See Economic projections of Federal Reserve Board members, June 10, 2020. https:
//www.federalreserve.gov/monetarypolicy/fomcprojtabl20200610.htm

3See Foroni et al. (2020); Primiceri & Tambalotti (2020); Gelfer (2019); Paccagnini
(2019).
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models. Due to these differences, assigning more weight to errors made in
turbulent economic times affects the relative performance of forecasting mod-
els. Additionally, we find that the error pattern is sensitive to the forecast
horizon. The same model can perform relatively poorly during recessions for
short-term forecasts, but perform relatively well for longer-term forecasts.
In our case we find that an SVR estimated on the unemployment rate in
levels performs best in terms of overall RMSE. However, it performs rela-
tively poorly for recovery periods on a 24 month forecast horizon, where it
is outperformed by an SVR and RF estimated on the unemployment rate
in differences. Due to such differences the choice of the best model depends
on the weight given to forecast for recession and recovery period, in combi-
nation with the forecast horizon. These findings imply that the selection of
‘the best’ model depends on the forecast horizon and loss function used.

This paper is related to the literature on macro-economic forecasting using
machine learning algorithms and the dynamics of forecasting errors of survey
forecasts. Our forecasting set-up is based on Coulombe et al. (2019), who
give an extensive overview of the performance of different machine learning
algorithms in forecasting a number of U.S. macro-economic variables, includ-
ing the unemployment rate, at a forecast horizon up to 24 months ahead. We
select the best performing models of Coulombe et al. (2019) to be included
in our set of forecasting models. Additionally, we include a BVAR approach
in the forecast model set.

Similarly to Galbraith & Van Norden (2019), we examine the dynam-
ics of unemployment forecasting errors for the U.S.. They show significant
asymmetry in unemployment rate forecast errors of survey forecasts: positive
errors–i.e. the predicted value being larger than the actual value–occur more
often than negative errors, which tend to be larger. This is an indication that
forecasters are unable to foresee sudden large increases that characterize the
unemployment rate during economic downturns.

Elliott et al. (2008) show that the choice of loss function is important
for interpreting forecasting errors. A policy maker may face differences in
the penalty associated with overshooting or falling short of a target, imply-
ing a asymmetric loss function. And using such a loss function may affect
the preferred error distribution, and thus the preferred forecasting model.
Beaudry & Willems (2022) even show that overly optimistic forecasts can
have negative economic consequences.

We extend on the existing literature by assessing the dynamics of fore-
casting errors for individual models–including machine learning models–, and
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similarly find that they are unable to foresee sudden large increases in un-
employment rate. More generally, we find that forecasting errors are larger
at times of strong economic change, both recessionary and recovery periods.

We use the cycle weighted RMSE to show that model ranking changes if
more weight is assigned to forecast errors made during periods of economic
change. The cycle weighted RMSE assigns weight to forecast errors that are
proportional to the degree of economic change as measured by the curvature
(the second order difference) of the unemployment series. The regular RMSE
is a special case of our cycle weighted RMSE where each observation has
equal weight. We show that the curvature of the unemployment rate tends
to peak when there is a “turning point”, since this is in essence a strong curve.
Additionally, the measure captures NBER recession periods, as the curvature
is at its highest when the forecast target lies within a recession period. The
main advantage of our curvature measure over a recession indicator, is that it
gives a more broader view of the state of the business cycle. It is continuous,
instead of binary, and it not only captures recessionary periods, but also
recovery periods. In case of recessions (recoveries) the unemployment rate
curves upwards (downwards) and the cycle indicator is positive (negative).

Finally we contribute to the literature on definition on loss functions when
evaluating model prediction performance. Where others have shown that
discussion on the loss function specification is important for practitioners,
especially when there exists aversion against optimistic forecasts (Beaudry
& Willems, 2022; Elliott et al., 2008), we focus on assigning more weight
to errors made in periods of high curvature of the unemployment rate, i.e.
during recession or recovery periods. Our approach can indirectly incorpo-
rate the aversion against optimistic forecasts. If a practitioner would want
to be less optimistic, then the cycle weighted RMSE can be used to assign
more weight to recessionary periods, thus reducing the errors made in such
situations. Since forecasts for recession periods are characterized by large
negative forecasting errors–the realized unemployment rate exceeds the pre-
dicted rate–(Galbraith & Van Norden, 2019), this helps to combat optimistic
forecasts.

The rest of the paper is organized as follows. In section 2 we discuss our
dataset, and section 3 explains the set-up of the forecasting competition. In
section 4 we present the results of the forecasting competition and analysis
of the forecasting errors. Section 5 presents additional discussion points and
section 6 concludes.
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2. Data

The goal of this paper is to forecast the U.S. unemployment rate, which is
reported on a monthly basis in the Federal Reserve Economic Data (FRED)
starting in 1960 (see Figure 1). The shaded areas represent 9 recession peri-
ods, as dated by the NBER (NBER, 2021). The unemployment rate clearly
exhibits a cyclical pattern, with alternating periods of sharp increases–during
recession periods–and subsequent decreases.

Figure 1: Unemployment rate

Starting from 1960, at the start of the 1960–61 recession, the unemploy-
ment rate increases from 5.1% to 7.1% in May 1961. This is followed by a
lengthy expansion up to December 1969, in which the unemployment rate de-
creases to 3.5%. In December 1970 the unemployment rate increases sharply
to 6.1%, due to efforts to close the budget deficits of the Vietnam War and
the Federal Reserve raising interest rates. This is followed by a shorter ex-
pansion period, up to October 1973. The expansion period is cut short by
the start of the Oil crisis, which causes the unemployment rate to rise from
4.6% to 9.0% in May 1975. During the rest of the decade the unemployment
rate falls again to 5.9%.

The 1980’s start with a short recession, followed by a short period of
growth–with stable unemployment–and then a deep recession in 1981 mark-
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ing the start of another energy crisis. During this recession the unemploy-
ment rate rises to a peak of 10.8% in December 1982. This crisis is followed
by long recovery in which the unemployment rate falls back down to 5.2%.
The expansionary period is ended by a short recession in 1990, in which the
unemployment rate rises sharply to 6.9% after which the growth in unem-
ployment tapers off. This is followed by another long recovery period up to
April 2000, with the unemployment rate falling to 3.8%.

The millennium starts of with the bursting of the Dot-com bubble in
April 2001, which causes the unemployment rate to increase to 5.7%. This
is followed by a recovery period up to the Great recession of 2008. This
recession is relatively long and causes a large increase of the unemployment
rate over the course of 2008 and 2009. The unemployment rate peaks at
10.0% during this period. However, it is also followed by the longest recovery
periods in the dataset: from the start of 2010 to the start of 2020, at which
point the unemployment rate is 3.5%. Of course, the start of 2020 is marked
by the COVID-crisis: in an extremely recession short recession–2 months–the
unemployment rate shoots up to 14.8% in April 2020. The unemployment
rate also quickly recovered from this crisis, with the most recent observation
at 5.4% in July 2021.

3. Forecasting set-up

Comparable to Coulombe et al. (2019), The FRED-MD dataset is used
as the basis for our analyses (McCracken & Ng, 2016). In addition to the
unemployment rate discussed above, this macroeconomic dataset contains
133 monthly U.S. indicators. The data included industrial production, weekly
hours, personal inventories, monetary aggregates, interest rates and interest-
rate spreads, stock prices, and consumer expectations. We use the dataset
that was published in August 2021, which contains data up to July 2021.
All series are transformed according to the authors’ included recommended
transformation. All series are lagged by their publication lag, so the dataset
is aligned on publication date.

In order to train the forecasting models and analyze the prediction errors,
the data set is divided into two parts (see Table 1). The model training subset
consists of 360 months, from January 1960 to December 1989, and is divided
into a train and validation period of 247 and 113 months, respectively. This
data is used to find the best configuration of the forecasting models: the
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hyperparameter combination4 that produces the best out-of-sample predic-
tions, defined as the lowest Mean Squared Error (MSE) in the validation set.
This is done using a grid search with rolling origin cross validation (ROCV).
The remainder of dataset–from January 1990 to July 2021–is used to analyze
the out-of-sample performance of the resulting trained forecasting models.

Table 1: Dataset subset in estimation only, tuning, and out-of-sample test set

Model training Analysis
Estimation only Tuning Out-of-sample test

Get to know data Tune models Analyse results
N=247 N=113 N=379

Jan-1960 Jul-1980 Aug-1980 Dec-1989 Jan-1990 July-2021

Figure 2: Unemployment rate for data subsets

The ROCV is implemented as follows. The first 247 observations are held
out for estimation only. Starting from the forecast origin5 at observation
248 (August 1980), a prediction is made for each possible hyperparameter

4All possible hyperparameter combinations can be found in Appendix B
5The forecast origin is defined as the month up to which all labor market data is known
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combination. Once a prediction has been made for all combinations, the
forecast origin rolls forward by one month, the model is re-estimated, and
the process repeats until 113 predictions for each model are made. The MSE
is calculated from these predictions and configuration with the lowest value
is selected. This procedure is performed separately for forecast horizons of
1-month up to 24-months ahead. Figure 3a schematically shows the ROCV
set-up for a 1-month ahead forecast: red points are observations included in
estimation, green is the prediction target, and gray denotes unused future
observations. Each row represents an iteration in the ROCV procedure.
Figure 3b shows the same set-up for a 12-month ahead forecast.

The resulting trained forecasting models are then used to make predic-
tions of the unemployment rate in the analysis set, which consists of forecast
origins January 1990 to July 2021. We employ a similar set-up for this out-
of-sample test: each iteration the models are re-estimated and a prediction
is made, then the forecast origin is rolled forward. Et cetera, until the end
of the data set is reached. Note that with a forecast horizon of h months,
for the last h months’ predictions the prediction errors cannot be calculated,
since their realizations lie beyond July 2021. All results presented in section
3 are based on the predictions and corresponding errors made in this subset.

3.1. Forecasting models

We assess the predictive performance of a set of five estimators: AR,
LASSO, BVAR, SVR, RF. Coulombe et al. (2019) give an extensive overview
of the performance of different machine learning algorithms in forecasting a
number of US macro-economic variables, including the unemployment rate,
at a forecast horizon up to 24 months ahead. They show that the Random
Forest (RF) performs best at a long term horizon (24 months), whereas
a Support Vector Regression (SVR) performs best at the short term (3
months). We also include the Least Absolute Shrinkage and Selection Oper-
ator (LASSO). Two iterative models are added too: a simple auto-regressive
(AR) model and a Bayesian Vector Auto-Regression (BVAR).

For the SVR we test both the linear (SVR-lin) and radial basis function
(SVR-rbf) kernel. For the BVAR we use a combination prior as described
in Sims & Zha (1998), Giannone et al. (2015), and Wind (2015). Finally,
as the baseline benchmark, we add a naive no-change prediction: unemploy-
ment remains constant over the forecast horizon. This would be the best
possible forecast if unemployment follows a random walk. If a model cannot
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Figure 3: Rolling origin cross validation

(a) forecast horizon 1-month ahead

(b) forecast horizon 12-months ahead
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perform better than a random walk, it is unlikely it will be useful in making
predictions.

With the exception of the benchmark, all models have hyperparameters
that are set using the ROCV procedure described above. We allow hyperpa-
rameter settings to differ for each forecast horizon, so every forecast horizon
constitutes a separate model. For each model we also include a default hy-
perparameter setting, which is selected if the model training is unsuccessful:
model performance of the default setting is better than the trained setting in
analysis subset. This is judged based on the average MSE relative to bench-
mark over the entire forecast horizon (1-month to 24-months ahead). For the
BVAR these default settings are based on Sims & Zha (1998). For the other
estimators the default values of their respective software packages is chosen
(see Appendix B for R-packages and corresponding hyperparameter values).

The BVAR, SVR and RF estimators are estimated in two specifications:
in levels and in differences. The specification in levels uses the unemployment
rate to be predicted as outcome variable. The specification in differences uses
the difference between the most recent unemployment rate and the one to
be predicted as outcome variable. The predicted value is then added to the
most recent unemployment rate to get the predicted unemployment rate.

All in all, we estimate ten different forecasting models (see Table 2). In
addition to the individual forecasting models we create a combined forecast
by taking the simple average of all individual models that use the full set of
predictors in FRED-MD (i.e. excluding the naive benchmark and the AR).
The forecast combination is kept simple on purpose, as simple averages tend
to outperform sophisticated combination techniques when overfitting cannot
be adequately accounted for. This phenomenon is known as the forecast
combination puzzle (Claeskens et al., 2016).

3.2. Cycle indicator

In order to investigate the differences in forecast errors between models
over the business cycle we use the second difference of the unemployment rate
as the indicator for the state of the cycle. High absolute values in the cycle
indicator indicate changing economic circumstances, whereas low absolute
values indicate that economic circumstances continue the same as they did
before. The indicator for forecast horizon h is defined as:

It = ∆Ut+h −∆Ut
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Table 2: Overview of forecasting models

# label estimator specification
outcome variable in

1 AR Auto-regression Differences
2 LASSO LASSO -
3 BVAR level Bayesian VAR (comb. prior) Levels
4 BVAR diff Bayesian VAR (comb. prior) Differences
5 SVR-rbf level Support Vector Regression (RBF) Levels
6 SVR-rbf diff Support Vector Regression (RBF) Differences
7 SVR-lin level Support Vector Regression (linear) Levels
8 SVR-lin diff Support Vector Regression (linear) Differences
9 RF level Random Forest Levels
10 RF diff Random Forest Differences

, with
∆Ut = Ut − Ut−h

Where I represents the cycle indicator and U is the unemployment rate.
When I is equal to 0, one needs to forecast the same change in the un-
employment rate in the current forecast horizon as in the previous forecast
horizon: the unemployment rate follows a straight line. When I is posi-
tive, the current forecast of the change in unemployment rate needs to be
higher than in the previous forecast horizon. In this case the unemployment
rate curves upwards: a recessionary period. When I is negative, the opposite
holds: the current forecasted change in unemployment rate needs to be much
lower than in the previous forecast horizon. In this case the unemployment
rate curves downward: a recovery period. See Figure 4 for the 12-month
ahead cycle indicator in the analysis subset.6

6See Appendix A for figures of the cycle indicator for different forecast horizons.
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Figure 4: Cycle indicator for forecast horizon of 12 months

Shaded areas indicate periods in which the prediction target month is in a NBER recession period.

The cycle indicator peaks positively whenever there is a turning point in
the unemployment rate, since this is in essence a strong curve. In general
we see that cycle indicator peaks positively during or just after a recession
period. Take for example the recessions of the 1973 and 1980 Oil crises and
the more recent ones after the Great recession and COVID-crisis in Figure
4. As the unemployment rate starts rising quickly the cycle indicator is large
and positive. The COVID-crisis produces the largest values of the cycle
indicator, due the strong sudden movements in the unemployment rate. The
peak in the unemployment rate is generally a few months after the end of a
recession period, probably due to the fact that the unemployment rate lags
behind changes in GDP–which is used to define NBER recession periods.
Even unaccounted for this lag, the cycle indicator is on average higher when
the target month lies in a recession period, for all forecast horizons (Figure
A.10).
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However,–unlike the NBER recession periods–the cycle indicator does
not only measure turning points in the case of recessions, but also when the
unemployment rate recovers. The cycle indicator becomes large and negative
as the crisis comes to an end and the unemployment rate start decreasing.
This can generally be seen some time after an NBER recession, whenever
the target period lies beyond the peak in unemployment rate. The strongest
examples of this are the recoveries after the 1973 and 1980 Oil crises and
the more recent ones after the Great recession and COVID-crisis. Again, the
COVID-crisis produces the largest values of the cycle indicator.

Note that a large value in the cycle indicator does not necessarily imply
that there is a turning point. It can also be large when unemployment rate
curves but does not change direction, for example when a strong increase or
decrease in unemployment rate levels off. In that sense the cycle indicator is
a broader proxy for changing economic circumstances than only considering
turning points. However, a positive cycle indicator does always imply an
upward curvature of the unemployment rate, worsening conditions, and a
negative cycle indicator implies a positive curvature over the forecast horizon:
improving conditions. Therefore, we will refer to periods with a positive cycle
indicator as ”recessionary periods” and negative cycle indicator as ”recovery
periods” in the rest of this paper.

3.3. Weighted Root Mean Squared Error

Since periods of economic change receive more attention (Damstra &
Boukes, 2018), it would be natural to give more weight to such periods. In
order to investigate how this affects the relative predictive performance, we
create a performance measure that gives more weight to the squared errors
made in periods with a high or low value of the cycle indicator. This creates
a series of weighted squared errors that can be aggregated to a Weighted
Root Mean Squared Error (WRMSE). The weights are calculated as follows:

wt = 1 + α− 2αPIt

with
PIt = rank(|It|)/N,

where the largest absolute value of the error It has rank N .

As we do not know how much the weight should depend on the cycle
indicator, three different values of α are used to calculate the WRMSE and
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illustrate how the relative performance changes if periods of economic change
are given more weight. These weighting schemes can be found in Figure 5.
When α = 0, WRMSE is equivalent to RMSE: all periods receive equal
weight. When α > 0, errors made when the cycle indicator It is low receive
more weight. Figure 5 shows the case when α = −1: the weight for the
lowest value of |It| is 2, and the highest 0. When α < 0, errors made when
the cycle indicator It is high receive more weight. Figure 5 shows the case
when α = 1, the mirror image of α = −1: the weight for the lowest value of
|It| is 0, and the highest 2.

Figure 5: Weights for WRMSE

In the following results section we analyze the aggregate predictive perfor-
mance of the forecasting models and examine the relationship between the
forecast errors and cycle indicator. The aggregate predictive performance
is first judged on a standard measure: Root Mean Squared Error (RMSE).
Additionally, we calculate an alternative measure that gives more weight to
squared errors in periods with a high absolute value of the cycle indicator.
This creates a series of weighted squared errors that can be aggregated to a
Weighted Root Mean Squared Error (WRMSE).
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4. Results

Table 3 shows the Root Mean Squared Errors (RMSE) relative to the
benchmark (BM). The estimator with the lowest overall relative RMSE is
the SVR-rbf in levels specification, at 88% of benchmark RMSE. The relative
RMSE improves with the length of the forecast horizon: 92% at 1 month to
85% at 24 months. The next four best overall estimators are the RF and
LASSO in levels, and the SVR-rbf and RF in differences, ranging from 91%
to 97%. The other estimators do not outperform the benchmark in terms of
overall relative RMSE.

In general the relative forecasting performance is better for longer forecast
horizons. As evidenced by the fact that the relative RMSE decreases with
forecast horizon and the benchmark predictor is excluded from the Model
Confidence Set (MCS) (Hansen et al., 2011) for forecast horizons larger than
12 months.7. The BVAR in levels performs comparable to the SVR-rbf in
levels at a forecast horizon of more than 18 months, with a relative RMSE of
88-89% and is included in the MCS for the 24 month forecast horizon. The
BVAR in differences also performs best at 24 months, but less so than the
BVAR in levels.

Both specifications of the SVR-lin estimator perform especially poorly
in terms of RMSE. This is due to the fact that both estimators make a few
very large errors in the test period. It seems that this linear estimator cannot
robustly deal with the large number of predictors–high dimensionality–in the
dataset. In this case the superior linear estimator seems to be the LASSO,
as its RMSE is much lower. Compared to the SVR-rbf, the largest errors of
the SVR-lin are of an extreme nature, see Appendix D for an overview of
the individual errors made by both variants of the SVR. The performance of
the simple average forecast also suffers from the large errors of the SVR-lin,
since they are included in the set of estimators.

Despite the poor RMSE, the SVR-lin estimators are always included in
the MCS. This is likely due to the fact that this pattern of generally low fore-
cast errors with sudden large outliers makes it harder for the MCS-procedure
to exclude these estimators.

Forecasting errors are larger when the cycle indicator is large, especially
when positive–when forecasting recession periods–, and smaller when the
cycle indicator is closer to zero. We show this by splitting the sample into

7Estimated using the R-package developed by Bernardi & Catania (2018)
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Table 3: Relative RMSE of individual estimators in out-of-sample test set (BM = 1)

estimator spec. tuned h1 h3 h6 h12 h18 h24 mean h1-h24
1 SVR-rbf level Yes 1.31 0.92* 0.86* 0.82* 0.86* 0.85* 0.88
2 RF level No 1.13 0.92* 0.87* 0.85* 0.95* 0.92* 0.91
3 LASSO level Yes 1.13* 0.98* 1.00* 0.91* 0.89* 0.93* 0.94
4 SVR-rbf diff Yes 0.98* 0.99* 1.01* 0.99* 0.85* 0.86* 0.95
5 RF diff No 1.15* 1.05* 1.03* 0.96* 0.92* 0.88* 0.97
6 BM - - 1.00* 1.00* 1.00* 1.00 1.00 1.00 1.00
7 BVAR level Yes 1.17* 1.17* 1.22* 1.05* 0.88* 0.89* 1.04
8 Simple average - Yes 1.20* 1.11* 1.11* 0.96* 1.02* 0.96* 1.05
9 BVAR diff No 1.18* 1.34* 1.32* 1.33* 0.95* 0.96 1.17
10 AR - Yes 1.26* 1.41* 1.54* 1.54* 0.97* 1.00 1.30
11 SVR-lin diff Yes 1.87* 2.04* 2.35* 1.88* 2.96* 2.60* 2.35
12 SVR-lin level Yes 4.88* 4.24* 3.06* 2.37* 3.25* 2.31* 3.23

* Forecasting models selected in Model Confidence Set (MCS) M̂∗
70%

.

See Table C.8 for an additional MCS estimate with M̂∗
85%

.

different groups depending on the cycle indicator: the lowest 20%, middle
80%, and highest 20%. We see that the RMSE is smallest in the middle
group, when the cycle indicator is close to zero. The RMSE is larger for
both the lowest 20% and–for a majority of the models–larger still for the
highest 20% (see Appendix F). However, interesting differences between the
forecast errors of the different estimators become apparent when we analyze
the forecast errors at different points in the unemployment rate’s cycle.

Figure 6 shows the results of a regression of the absolute forecasting er-
ror on the absolute cycle indicator, for periods in which the cycle indicator
is positive. The coefficients are positive and of similar size for all models,
especially at a forecast horizon up to 12 months. Again suggesting that fore-
casting errors are larger when the target month lies in a recession period.
For longer horizons the results are a bit more mixed, with some more differ-
ences between coefficients of different models, although all of them are still
positive and significant. At 18 and 24 months ahead the slope coefficients of
the RF and SVR in levels are relatively small, at around 0.5-0.6, whereas the
coefficient for the naive estimator is around 0.8-0.9.

Figure 6 shows the results of a regression of the absolute forecasting error
on the absolute cycle indicator, but for periods in which the cycle indicator is
negative. For a forecast horizon up to 12 months the coefficients are positive
and generally significant. This indicates that forecast errors also tend to be
larger during recovery periods compared to standard periods. However, the
coefficients differ quite a lot between models. Again the RF and SVR level
are notable, as they have the lowest coefficient in the regression for 3, 5 and 12
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month forecast horizon. Interestingly, for longer forecast horizons, 18 and 24
months, the coefficients are no longer significantly positive and the differences
between models are smaller. In fact, for most models the coefficient is slightly
negative, indicating that the pattern reverses: forecasting errors tend to be
smaller when the cycle indicator is large and negative when the forecast
horizon is above 18 months ahead. However, the size of the coefficients is
relatively small.

The previous results suggest that there are differences between models
in terms of how error prone they are depending on the state of the cycle
indicator. So this raises the question: where does the comparative advantage
of the different forecasting models lie? In order to show that we calculate
the relative RMSE, with the naive prediction as benchmark, for three bins of
the cycle indicator: lowest 20%, middle 80%, and highest 20%. The results
of this analysis can be found in Figure 8, with the estimators ranked by their
overall forecasting performance in Table 3.

The forecasting models perform relatively well for different values of the
cycle indicator, and this also depends on the forecast horizon. The SVR and
RF in levels–the two best overall performing models–perform relatively well
for the highest bin of the cycle indicator, during recession periods. They also
perform relatively well in the lowest bin forecast horizons 3 to 12 months.
Interestingly, the models perform relatively poorly in the middle bin, with the
relative RMSE being above 1 for all forecast horizons considered here. The
next three best models–the LASSO in levels and SVR and RF in differences–
do perform relatively well in the middle bin, with exception of the 24 month
forecast horizon. And they perform relatively poorly in the lowest bin: for
forecast horizons 3 to 12 the relative RMSE is above 1 for most of these
models.

Since periods of economic change receive more attention, it would be
natural to give more weight to such periods. We find that the amount of
weight given to periods of economic change affects the relative performance
of the forecasting models (Tables 4, 5, and 6).

In recovery periods, few models perform better overall then the bench-
mark. When errors made in periods of low values of the cycle indicator get
more weight (α = 1), the overall relative RMSE of models worsen. There are
only two models that perform relatively well during such periods: the SVR-
rbf and RF in levels, in line with the findings in Figure 8. These two models
are the only ones that perform better overall then the benchmark estimator.
However, there are large differences between forecast horizons. The two best
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Figure 6: Forecast error versus cycle indicator I ≥ 0

(a) 1 month forecast horizon (b) 3 month forecast horizon

(c) 6 month forecast horizon (d) 12 month forecast horizon

(e) 18 month forecast horizon (f) 24 month forecast horizon
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Figure 7: Forecast error versus cycle indicator I < 0

(a) 1 month forecast horizon (b) 3 month forecast horizon

(c) 6 month forecast horizon (d) 12 month forecast horizon

(e) 18 month forecast horizon (f) 24 month forecast horizon
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Figure 8: Relative RMSE for different levels of the cycle indicator

(a) 1 month forecast horizon (b) 3 month forecast horizon

(c) 6 month forecast horizon (d) 12 month forecast horizon

(e) 18 month forecast horizon (f) 24 month forecast horizon
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overall models–the SVR-rbf and RF in levels–perform especially well in the
6-12 month forecast horizon, with a relative WRMSE around 0.5-0.7. The
other models perform much poorer at these shorter forecast horizons, but
many do perform outperform the benchmark at the 18 and 24 month fore-
cast horizon. Examples of this are the SVR-rbf and RF in differences. These
models are also the only ones that are included in the MCS for the 24 month
forecast horizon.

In recession periods, most of the models outperform the benchmark over-
all. When we assign more weight to errors made in periods of high cycle
indicator (α = −1), the overall relative RMSE improves for most models
and is below 1 for all tested models, with exception of those based on the
SVR-lin estimator. The benchmark is not included in the MCS for all fore-
cast horizons, except for forecast horizons of 1 and 24 months. In terms of
relative RMSE, the differences between forecast horizons are smaller com-
pared to the case of α = 1. Most models outperform the benchmark most
on the longer forecast horizons (12+ months), similar to the results with
standard RMSE (Table 4).

5. Discussion

The majority of empirical studies in macroeconomics assume mean squared
error (MSE) loss, as noted by Elliott et al. (2008). This loss function has
largely been maintained out of convenience: under MSE loss rationality im-
plies that the observed forecast errors should have zero mean and be uncor-
related with all variables in the forecaster’s information set. However, there
may very well be reasons to deviate from MSE loss, and thus this strict view
of rationality. In this paper we give the example of assigning higher weights
to forecasting errors made during turbulent economic times.

Another example is the research of (Elliott et al., 2008), who find sug-
gestive evidence that he cost of overpredicting output growth exceeds the
cost of underpredicting it, whereas the opposite is found for inflation. Imply-
ing that agents are averse to “bad” outcomes, such as lower-than-expected
output growth and higher-than-expected inflation rates and that they build
this aversion into their forecasts. Such deviation may be the cause for the
empirical finding that forecast rationality tests are often rejected, based on
forecasting survey data such as the Livingston data or the Survey of Profes-
sional Forecasters (Elliott et al., 2008; Conlisk, 1996). Consequently, they
find that a modest degree of asymmetry is required for the survey expec-
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Table 4: relative weighted RMSE, α = 0

estimator spec. tuned h1 h3 h6 h12 h18 h24 mean h1-h24
1 SVR-rbf level Yes 1.31 0.92* 0.86* 0.82* 0.86* 0.85* 0.88
2 RF level No 1.13 0.92* 0.87* 0.85* 0.95* 0.92* 0.91
3 LASSO level Yes 1.13* 0.98* 1.00* 0.91* 0.89* 0.93* 0.94
4 SVR-rbf diff Yes 0.98* 0.99* 1.01* 0.99* 0.85* 0.86* 0.95
5 RF diff No 1.15* 1.05* 1.03* 0.96* 0.92* 0.88* 0.97
6 BM - - 1.00* 1.00* 1.00* 1.00 1.00 1.00 1.00
7 BVAR level Yes 1.17* 1.17* 1.22* 1.05* 0.88* 0.89* 1.04
8 simple average - Yes 1.20* 1.11* 1.11* 0.96* 1.02* 0.96* 1.05
9 BVAR diff No 1.18* 1.34* 1.32* 1.33* 0.95* 0.96 1.17
10 AR - Yes 1.26* 1.41* 1.54* 1.54* 0.97* 1.00 1.30
11 SVR-lin diff Yes 1.87* 2.04* 2.35* 1.88* 2.96* 2.60* 2.35
12 SVR-lin level Yes 4.88* 4.24* 3.06* 2.37* 3.25* 2.31* 3.23

Table 5: relative weighted RMSE, α = 1
estimator spec. tuned h1 h3 h6 h12 h18 h24 mean h1-h24

1 SVR-rbf level Yes 2.46 0.81* 0.51* 0.71* 1.03* 0.97 0.89
2 RF level No 1.63 0.74* 0.68 0.72* 1.16 1.05 0.93
3 BM - - 1.00* 1.00* 1.00* 1.00* 1.00 1.00 1.00
4 SVR-rbf diff Yes 1.02* 1.06* 1.13* 1.16* 0.84* 0.81* 1.04
5 LASSO level Yes 1.81* 1.02* 1.11* 0.95* 0.92* 0.98 1.04
6 RF diff No 2.04* 1.18* 1.16* 1.01* 0.86* 0.77* 1.05
7 simple average - Yes 1.90* 1.11* 1.10* 0.92* 1.00* 0.90 1.05
8 BVAR level Yes 2.09* 1.71* 1.66* 1.30* 0.89* 0.92 1.31
9 BVAR diff No 1.95* 1.96* 1.88* 1.90* 0.92* 0.96 1.54
10 AR - Yes 2.33* 2.40* 2.37* 2.37* 0.94* 1.00 1.86
11 SVR-lin diff Yes 3.53 2.34* 1.91 1.70 2.52* 2.21 2.12
12 SVR-lin level Yes 9.18* 4.63* 2.37 1.96 2.69* 2.10 2.91

Table 6: relative weighted RMSE, α = −1
estimator spec. tuned h1 h3 h6 h12 h18 h24 mean h1-h24

1 SVR-rbf level Yes 1.06 0.94* 0.97* 0.86* 0.82* 0.82* 0.88
2 SVR-rbf diff Yes 0.98* 0.97* 0.96* 0.90* 0.85* 0.87* 0.91
3 LASSO level Yes 0.99* 0.97* 0.94* 0.89* 0.88* 0.91* 0.91
4 RF level No 1.04 0.96* 0.95* 0.90* 0.89* 0.89* 0.92
5 BVAR level Yes 0.98* 0.99* 0.97* 0.92* 0.87* 0.89* 0.92
6 RF diff No 0.96* 1.01* 0.97* 0.93* 0.93* 0.91* 0.95
7 AR - Yes 1.03* 1.03* 0.98 0.97* 0.98* 1.00* 0.99
8 BVAR diff No 1.02 1.14* 0.98* 0.97 0.95* 0.97* 0.99
9 BM - - 1.00* 1.00 1.00 1.00 1.00 1.00* 1.00
10 simple average - Yes 1.06* 1.12* 1.11* 0.98* 1.03* 0.98* 1.05
11 SVR-lin diff Yes 1.51* 1.96* 2.52* 1.96* 3.04* 2.70* 2.42
12 SVR-lin level Yes 3.93* 4.14* 3.31* 2.53* 3.36* 2.37* 3.34

* Forecasting models selected in Model Confidence Set (MCS) M̂∗
70%

.

See Appendix C for additional MCS estimates with M̂∗
85%

.
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tations to be consistent with rationality. The incentive for this aversion to
optimistic forecasts is also found by Beaudry & Willems (2022), who show
that overly optimistic growth expectations for a country induce economic
contractions a few years later.

Given that there can be good reasons to deviate from MSE loss, discussion
on loss function specification can improve forecasts. When formulating the
loss function different questions can help pinpoint the appropriate one to use
for performance measures and model selection. Are forecasting errors more
problematic during turbulent economic times? And if so, should errors made
for recession periods receive extra weight, or those made for recovery periods?
And is overpredicting the unemployment rate is worse than underpredicting it
and by how much? These questions should be answered before estimating any
forecasting model, as they affect the choice of loss function and consequently
model performance and selection. Admittedly, standard MSE loss is a good
default, since if all these considerations do not play a role, it is an appropriate
choice with useful properties.

If a preferred loss function could be agreed upon a priori, one can im-
prove hyperparameter tuning by incorporating that loss function in model
training. For example, using a loss function that gives more weight to errors
made in periods of economic change could reduce the cyclical error pattern
of the trained model, because the preference for smaller errors in periods of
economic change explicitly becomes part of model training. We leave this
extension for future research, since we do not know how much the weight
should depend on the cycle indicator, nor how much asymmetry should be
incorporated in the loss function.

6. Conclusions

Forecasting the unemployment rate is a difficult and important task, espe-
cially in periods of rapidly changing economic conditions. Moreover, forecasts
made during times of economic change are especially important as attention
given to forecasts increases during such times. Our results indicate that fore-
casting errors tend to be larger at times of strong economic change, especially
during recessions.

Interestingly, the extend of this pattern differs between forecasting mod-
els. Some models perform relatively well during recessions, others during
recovery periods, and yet others again during calmer periods. The pattern
is also sensitive to forecast horizon. For example, in our forecasting exercise
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we find that the SVR-rbf estimated on the unemployment rate in levels per-
forms best in terms of overall RMSE. However, it performs relatively poorly
for recovery periods on a 24 month forecast horizon, where it is outperformed
by the SVR-rbf and RF estimated on the unemployment rate in differences.
Due to these differences the choice of the best model depends on the amount
of weight given to forecast for recession and recovery period in combination
with the forecast horizon.

Since model performance is sensitive to the choice of loss function, discus-
sion on loss function specification is important for practitioners. If a preferred
loss function could be agreed upon a priori between practitioners, one could
improve hyperparameter tuning by incorporating that loss function in model
training. For example, using a loss function that gives more weight to errors
made in periods of economic change could reduce the cyclical error pattern
of the trained model, because the preference for smaller errors in periods of
economic change explicitly becomes part of model training.
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Appendix A. Cycle indicator

Figure A.9: Cycle indicator for different forecast horizons

(a) Forecast horizon of 1 months (b) Forecast horizon of 3 months

(c) Forecast horizon of 6 months (d) Forecast horizon of 12 months

(e) Forecast horizon of 18 months (f) Forecast horizon of 24 months
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Figure A.10: Regression results: NBER recession period on cycle indicator
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Figure A.11: Cycle indicator for different forecast horizons

(a) Forecast horizon of 1 months (b) Forecast horizon of 3 months

(c) Forecast horizon of 6 months (d) Forecast horizon of 12 months

(e) Forecast horizon of 18 months (f) Forecast horizon of 24 months
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Appendix B. Estimator training grids

In model training, all possible combinations of hyperparameters are tried
and judged on forecasting performance using MSE. The combination with
the lowest MSE is selected for analysis in the out-of-sample test.

For LASSO the hyperparameter λ is tuned in model training. The most
important value to find is λmax: the smallest value for λ for which all coeffi-
cients in the model will be set to 0. This value has been derived by Tibshirani
et al. (2012) and implemented in glmnet (Friedman et al., 2010). We create
a sequence of 100 values of λ, ranging from λmax ∗ ϵ to λmax, based on the
data available for the model that forecasts 1-month ahead at the start of the
tuning period. This is done using the same approach implemented in glmnet:
on a logarithmic scale, with ϵ = 0.0001.

For SVR the hyperparameters C and γ are tuned in model training. We
pick the default hyperparameter settings of e1071 (Meyer et al., 2019) as the
default model. γ is tuned by multiplying the default value with a sequence
of ratios. For SVR-lin γ is not tuned, because the runtime is much longer
than the SVR-rbf.

For RF the hyperparameters nodesize andmtry are tuned in model train-
ing. We pick the default hyperparameter settings of the R-package random-
Forest (Liaw, 2018) as the default model. mtry is tuned by multiplying the
default value with a sequence of ratios. The number of trees (ntree) is set to
1000.

For BVAR the hyperparameters α, λ, µ, and δ are tuned in model train-
ing. Default hyperparameter settings are based on Sims & Zha (1998) and
Wind (2015).

Table B.7: Estimator hyperparameter tuning

Estimator R-package default hyperparameters hyperparameter grid
AR stats - k = 1 to 6
LASSO glmnet λ = 0 λmax ∗ ϵ to λmax

SVR-rbf e1071 C = 1, C = (0.1, 0.25, 0.5, 0.75, 1, 5, 25, 50, 75, 100)
γ = 1/Npredictors γ = γdefault ∗ (1/16, 1/8, 1/4, 1/2, 1, 2, 4, 8, 16)

SVR-lin e1071 C = 1 C = (0.1, 0.25, 0.5, 0.75, 1, 5, 25, 50, 75, 100)
RF randomForest nodesize = 5 nodesize = (1, 3, 5, 10, 15)

mtry = Npredictors/3 mtry = mtrydefault ∗ (0.25, 0.5, 1, 2, 3)
BVAR BVARCPB α = 1 α = (0.5, 0.9, 1)

λ = 0.2 λ = (0.1, 0.2, 0.4)
µ = 1 µ = (0.5, 1, 2)
δ = 1 δ = (0.5, 1, 2)
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Appendix C. Relative RMSE with additional Model Confidence
Set results

Table C.8: relative weighted RMSE, α = 0

estimator spec. tuned h1 h3 h6 h12 h18 h24 mean h1-h24
1 SVR-rbf level Yes 1.31 0.92** 0.86** 0.82** 0.86** 0.85** 0.88
2 RF level No 1.13 0.92** 0.87** 0.85** 0.95** 0.92** 0.91
3 LASSO level Yes 1.13** 0.98** 1.00** 0.91** 0.89** 0.93** 0.94
4 SVR-rbf diff Yes 0.98** 0.99** 1.01** 0.99** 0.85** 0.86** 0.95
5 RF diff No 1.15** 1.05** 1.03** 0.96** 0.92** 0.88** 0.97
6 BM - - 1.00** 1.00** 1.00** 1.00 1.00 1.00 1.00
7 BVAR level Yes 1.17** 1.17** 1.22** 1.05** 0.88** 0.89** 1.04
8 simple average - Yes 1.20** 1.11** 1.11** 0.96** 1.02** 0.96** 1.05
9 BVAR diff No 1.18** 1.34** 1.32** 1.33** 0.95** 0.96* 1.17
10 AR - Yes 1.26** 1.41** 1.54** 1.54** 0.97** 1.00* 1.30
11 SVR-lin diff Yes 1.87** 2.04** 2.35** 1.88** 2.96** 2.60** 2.35
12 SVR-lin level Yes 4.88** 4.24** 3.06** 2.37** 3.25** 2.31** 3.23

Table C.9: relative weighted RMSE, α = 1
estimator spec. tuned h1 h3 h6 h12 h18 h24 mean h1-h24

1 SVR-rbf level Yes 2.46 0.81** 0.51** 0.71** 1.03** 0.97* 0.89
2 RF level No 1.63 0.74** 0.68* 0.72** 1.16* 1.05* 0.93
3 BM - - 1.00** 1.00** 1.00** 1.00** 1.00 1.00 1.00
4 SVR-rbf diff Yes 1.02** 1.06** 1.13** 1.16** 0.84** 0.81** 1.04
5 LASSO level Yes 1.81** 1.02** 1.11** 0.95** 0.92** 0.98* 1.04
6 RF diff No 2.04** 1.18** 1.16** 1.01** 0.86** 0.77** 1.05
7 simple average - Yes 1.90** 1.11** 1.10** 0.92** 1.00** 0.90* 1.05
8 BVAR level Yes 2.09** 1.71** 1.66** 1.30** 0.89** 0.92 1.31
9 BVAR diff No 1.95** 1.96** 1.88** 1.90** 0.92** 0.96* 1.54
10 AR - Yes 2.33** 2.40** 2.37** 2.37** 0.94** 1.00* 1.86
11 SVR-lin diff Yes 3.53* 2.34** 1.91* 1.70* 2.52** 2.21* 2.12
12 SVR-lin level Yes 9.18** 4.63** 2.37* 1.96* 2.69** 2.10* 2.91

Table C.10: relative weighted RMSE, α = −1
estimator spec. tuned h1 h3 h6 h12 h18 h24 mean h1-h24

1 SVR-rbf level Yes 1.06 0.94** 0.97** 0.86** 0.82** 0.82** 0.88
2 SVR-rbf diff Yes 0.98** 0.97** 0.96** 0.90** 0.85** 0.87** 0.91
3 LASSO level Yes 0.99** 0.97** 0.94** 0.89** 0.88** 0.91** 0.91
4 RF level No 1.04 0.96** 0.95** 0.90** 0.89** 0.89** 0.92
5 BVAR level Yes 0.98** 0.99** 0.97** 0.92** 0.87** 0.89** 0.92
6 RF diff No 0.96** 1.01** 0.97** 0.93** 0.93** 0.91** 0.95
7 AR - Yes 1.03** 1.03** 0.98* 0.97** 0.98** 1.00** 0.99
8 BVAR diff No 1.02* 1.14** 0.98** 0.97* 0.95** 0.97** 0.99
9 BM - - 1.00** 1.00* 1.00* 1.00 1.00* 1.00** 1.00
10 simple average - Yes 1.06** 1.12** 1.11** 0.98** 1.03** 0.98** 1.05
11 SVR-lin diff Yes 1.51** 1.96** 2.52** 1.96** 3.04** 2.70** 2.42
12 SVR-lin level Yes 3.93** 4.14** 3.31** 2.53** 3.36** 2.37** 3.34

Asterisks denote Model Confidence Set (MCS) for the different forecasting models: M̂∗
85%

and M̂∗
70%

are identified
by * and **, respectively.

31



Appendix D. Forecasting errors of SVR-rbf and SVR-lin

Figure D.12: SVR-rbf level: absolute forecasting errors versus cycle indicator
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Figure D.13: SVR-lin level: absolute forecasting errors versus cycle indicator

33



Figure D.14: SVR-rbf diff: absolute forecasting errors versus cycle indicator

34



Figure D.15: SVR-lin level: absolute forecasting errors versus cycle indicator
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Appendix E. Slope coefficients of regression absolute errors on
cycle indicator

Table E.11: Estimated slope coefficients, recessionary periods I ≥ 0

estimator spec. tuned 1 3 6 12 18 24
BM - - 1.057** 0.961** 0.799** 0.961** 0.898** 0.822**
AR - Yes 1.082** 0.992** 0.822** 0.993** 0.908** 0.823**
LASSO level Yes 1.043** 0.935** 0.774** 0.872** 0.74** 0.63**
SVR-lin level Yes 0.84** 0.97** 0.887** 1.211* 1.437 0.866**
SVR-lin diff Yes 0.94** 0.836** 0.876** 1.147** 1.331* 0.971*
SVR-rbf level Yes 0.947** 0.858** 0.767** 0.793** 0.634** 0.519**
SVR-rbf diff Yes 1.037** 0.947** 0.811** 0.924** 0.769** 0.692**
RF level No 1.009** 0.871** 0.713** 0.793** 0.671** 0.541**
RF diff No 1.022** 0.975** 0.836** 0.956** 0.883** 0.731**
BVAR level Yes 1.022** 0.968** 0.83** 0.898** 0.755** 0.601**
BVAR diff No 1.042** 1.037** 0.82** 0.988** 0.901** 0.84**
simple average - Yes 0.984** 0.913** 0.816** 0.93** 0.811** 0.665**

* p < 0.05, ** p < 0.01
Newey-West adj. std. errors with maximum lag term h− 1

Table E.12: Estimated slope coefficients, recovery periods I < 0

estimator spec. tuned 1 3 6 12 18 24
BM - - 0.137** 0.302** 0.372** 0.356** -0.062 -0.019
AR - Yes 0.556** 0.829** 0.959** 1.036** -0.019 -0.017
LASSO level Yes 0.513** 0.296** 0.388** 0.312** -0.06 -0.044
SVR-lin level Yes 2.641** 0.234 0.506** 0.114** 0.152 0.117
SVR-lin diff Yes 0.477** 0.245* 0.503** 0.104** 0.143 0.124
SVR-rbf level Yes 0.553** 0.154** 0.024* 0.082** -0.067 -0.056
SVR-rbf diff Yes 0.153** 0.35** 0.456** 0.484** -0.036 -0.079**
RF level No 0.322** 0.015 0.097** 0.084** 0.007 -0.033
RF diff No 0.597** 0.396** 0.463** 0.399** 0.027 -0.052
BVAR level Yes 0.642** 0.534** 0.631** 0.504** -0.106** -0.101*
BVAR diff No 0.555** 0.666** 0.771** 0.851** -0.005 0.046
simple average - Yes 0.515** 0.28** 0.4** 0.281** -0.095** -0.1**

* p < 0.05, ** p < 0.01
Newey-West adj. std. errors with maximum lag term h− 1
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Appendix F. RMSE in level for low, mid, and high values of the
cycle indicator

Figure F.16: RMSE for different levels of the cycle indicator

(a) 1 month forecast horizon (b) 3 month forecast horizon

(c) 6 month forecast horizon (d) 12 month forecast horizon

(e) 18 month forecast horizon (f) 24 month forecast horizon
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