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Abstract

Evaluations of business support programs often face the problem of accurately predicting which
firms leave the market. Using large administrative firm-level data in the Netherlands based on
all limited liability companies we first show that the combination of a machine learning model
and big data better predicts firm exits than conventional methods. This increase in predictive
performance is more than three times larger than the increase in predictive performance from
using machine learning or big data alone. Next, we use these predictions to describe how busi-
ness dynamism changed with initial firm viability in the first year of the COVID-19 pandemic,
and how business support measures affected firm dynamism. We document moderate positive
selection into support according to counterfactual firm viability. 30% of the companies which
were expected to exit in 2020 received at least one support package, against 40% of firms expec-
ted to survive. Yet we also show that unviable and low-productivity firms benefited most from
support conditional on using it. The share of firm exits prevented by support drops from 25%
to 16% once we control for selection according to firm viability.
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1 Introduction

When designing or evaluating firm supporting policy measures it is important to know to what

extent healthy firms that will remain active in the future use them. Assessments of future firm

viability are therefore an important part of economic stress tests or evaluations of business support

policies (Ebeke et al., 2021; Gourinchas et al., 2020). The government responses during the COVID-

19 pandemic provide a clear, illustrative example. Governments worldwide responded swiftly to the

pandemic with both lockdown measures and support for businesses. This support was designed to

reduce the number of firms leaving the market and employees being laid off and prevent feedback

loops to the financial sector, which would have led to a much larger recession.1 The large volume

of firms requesting assistance carries the risk that the COVID-19 support programmes negatively

affected the natural level of business dynamism in an economy by keeping firms alive that would

otherwise have left the market.2 This could harm the speed in which economies recover from the

pandemic, future productivity, and the fiscal budget.

To understand how business dynamism evolved during the COVID-19 pandemic we need to

compare actual exits of firms to their counterfactual exit probabilities. This measure of firm viability

is not directly observed in the data by definition. In this paper we predict counterfactual exit

probabilities by combining machine learning and high-dimensional financial data based on the

universe of non-financial firms in the Netherlands from 2013 to 2019. We use these predictions to

document selection into COVID-19 support according to firm viability and to analyse whether the

benefits of COVID-19 support changed with firm viability. Finally, we use the counterfactual and

observed exits to quantify the effect of COVID-19 support measures on the number of firm exits.

We first show that our machine learning method, in combination with high-dimensional firm

data, better predicts firm exits compared to an enhanced z-score specification, which is the current

state of the art for exit and bankruptcy predictions (Altman, 1968; Altman et al., 2017).3 We use

a gradient boosting regression trees model as it can handle high-dimensional data easily and it

has good predictive power when interactions between variables and non-linearities are important.

1In the Netherlands the first lockdown came into effect on 16th March 2020 and the support packages were rolled
out one day later (Ministerie van Economische Zaken en Klimaat, 2020). A more detailed description of the schemes
and the timing can be found in Appendix B.

2See Bettendorf et al. (2022); Guerini et al. (2022); Freeman et al. (2021); Schivardi et al. (2020); Barrero et al.
(2020); Bun and de Winter (2020); Gourinchas et al. (2020); Verdoes (2021).

3The enhanced z-score model uses four financial ratios and four firm characteristics to predict firm financial
distress, see Altman et al. (2017). The financial ratios are working capital/total assets, retained earnings/total
assets, EBIT/total assets and the book value of equity/total liabilities. The four firm characteristics are indicators
for firm size (the log of total assets and its squared value), age (age groups are younger than six years old, between
six and fifteen years old, and older than 15 years) and industry indicators (reflecting business activity in one of the
following sectors: restaurants and hotels; construction; wholesale and retailing; agriculture; manufacturing; energy
and water production; information technology).
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The predictive performance as measured by the Area under the Curve (AUC) increases by 20%

(14 percentage points) compared to the logistic z-score model. The machine learning predictions

are unbiased and they are calibrated better than the logistic z-score specification. A machine

learning model trained on the z-score variables has a similar AUC as a logistic regression using

the big dataset. The combination of machine learning and big data yields an increase in predictive

performance compared to the logistic z-score model that is more than three times as large as the

increase realised by the use of machine learning model or big data in isolation.

Next, we use our predictions to study selection into COVID-19 support according to coun-

terfactual firm viability. We find a moderate positive association between firm viability and the

propensity to use support. We show that only 30% of firms which were expected to exit in 2020

also received some support, which is moderately below the 40% found for firms expected to survive.

Also, when we look at the amounts of support which went to these firms, between 2% and 3% of

the support of the biggest support schemes went to firms which were predicted to exit in 2020.

Hence the short-term effects of potential missallocations seem to be rather low.

We then turn to the potential effects of support in preventing firm exits. The support packages

prevented exits but the magnitude of this effect depends on the adjustment for selection into

support and the productivity weights. When we adjust for selection into COVID-19 support based

on firm viability the effect of support on the share of firms exiting becomes smaller. In particular,

we conclude that support reduced the number of exits in 2020 by 16%. Low-productivity firms

benefited substantially more than high-productivity firms as the number of prevented exits due to

support reduce to 9% when we weight prevented exits according to productivity.

Importantly, conclusions derived from the same analysis using the conventional logistic z-score

specification are approximately in between the raw results and the results corrected using machine

learning, which shows the merit of having better predictions. Our prediction method is robust to

different specifications of a train-test division and also applicable to the prediction of bankruptcies.

Here, we find a strong positive association with the predicted probability of bankruptcy and the

incidence of government support. The conclusions, however, are different from those regarding exits

because the correlation between exits and bankruptcy is rather low.

Our study is related to two strands in the literature. The first strand is the financial economics

literature predicting firm distress or bankruptcy. Following the seminal work by Altman (1968)

and Ohlson (1980) firm financial indicators are used in combination with conventional regression

techniques to predict firm financial distress. As of today the accounting based z-score model remains

the main tool to predict financial distress and firm bankruptcies (Altman et al., 2017), which could

be explained by the wider availability of accounting data and the relatively good performance of
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this method in small samples.4 In recent years this literature has been enriched with papers using

different machine learning methods to predict firm bankruptcy.5 Most papers in this strand of the

literature use less than ten thousand observations and a small number of independent variables

(‘features’) (Kumar and Ravi, 2007). Our main contribution to this literature is that we use many

more observations (i.e. the full firm population) and explanatory variables to predict firm exits.

We use over one million firm-year observations which might improve prediction quality. Also, we

consider how the predictive performance changes when high-frequency firm data is not available

and researchers have to rely on a small set of firm characteristics.

The second strand is the fast growing literature on the effects of government support during the

COVID-19 crisis. In particular, our paper provides new insights regarding selection into COVID-

19 support according to pre-covid firm viability, which has important implications for the short-

term impact of COVID-19 support on productivity. Policy related studies in the early course

of the pandemic simulate financial ratios including the government support in 2020 in Belgium

and the United Kingdom (Belghitar et al., 2022; Tielens et al., 2020, and the references therein).

Harasztosi et al. (2022) investigate how firm characteristics and financial indicators before the

pandemic correlate with use of COVID-19 support for countries in the EU.6 The causal evidence

for the United States shows that the support from the Paycheck Protection Program was successful

in preventing liquidity shortages for SMEs (Chodorow-Reich et al., 2022) and it did preserve jobs,

but at very high costs because its targeting was poor (Granja et al., 2022; Cho et al., 2022; Chetty

et al., 2020). The study closest to ours is the one by Cros et al. (2021) which relates predicted

bankruptcies to support take-up in France. They find that bankruptcies in 2020 were not disrupted

by the support measures. Interestingly, most of the current evidence for the Netherlands on the

efficiency of the allocation of COVID-19 support points in the opposite direction.7 Bighelli et al.

(2022) and Freeman et al. (2021) find that insolvent and low-productivity firms were more likely

to use support. And so were young, loss-making or zombie firms (Bighelli et al., 2022). As most

of the evidence for the Netherlands points towards a negative selection of firms into COVID-19

support, Bettendorf et al. (2022); Lalinsky and Pál (2022) and Freeman et al. (2021) conclude that

COVID-19 support reduced productivity growth.

4Merton (1974) was the first to predict financial distress using option pricing theory and market valuations. The
predictive performance between accounting and market based models is comparable, although these methods capture
different aspects of bankruptcy risk (Agarwal and Taffler, 2008).

5See reviews in Clement et al. (2020); Shi and Li (2019); Devi and Radhika (2018); Kumar and Ravi (2007) and
recent contributions like Shetty et al. (2022) and Wang et al. (2017).

6Likewise, Bighelli et al. (2022) and Dı́ez et al. (2022) study selection into support according to firm characteristics
for several EU countries combined, whereas Pelosi et al. (2021); Konings et al. (2022); Hadjibeyli et al. (2021); Hoshi
et al. (2022); Lalinsky and Pál (2022); Freeman et al. (2021) and Groenewegen et al. (2021) focus on Belgium
(Flanders), Croatia, Finland, France, Italy, Japan, the Netherlands, Slovakia and Slovenia.

7Bettendorf et al. (2022) attributes the different pattern for the Netherlands to the wide availability and generosity
of the support packages, as documented by Bighelli et al. (2022).
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We contribute to this strand of literature in three ways. First, we show that the conclusion

about selection into support is sensitive to the prediction method used. Since we make use of a more

precise measure of pre-covid firm viability, the relation between support take-up and firm health

changes. We find that support take-up is moderately increasing in counterfactual firm viability.

Second, our results suggest that COVID-19 support reduced the number of firm exits by 16%. Firms

with high counterfactual exit probabilities and low-productivity firms benefited most from support

in terms of prevented exits. In line with this, the potential effect of support on the number of firms

exiting drops to 9% once we weight prevented exits according to productivity level. Third, our

method can be applied as a tool to estimate short-term counterfactual firm health and therefore be

used to better target firms in times of crisis. Moreover, our firm-viability indicator can also be used

to better understand (latent) heterogeneity between firms and recent trends in business dynamism

and productivity (De Haas et al., 2022; Sterk et al., 2021, e.g.).

The remainder of the paper is structured as follows. Section 2 describes the data we use. We

explain our methodology in section 3. In section 4 we discuss the predictive power of the machine

learning model and compare it to that of a logistic regression. In this section we also provide an

economic interpretation of the predicted propensities to leave the market. In section 5 we use our

counterfactual exit probabilities as a measure of firm viability to study selection into COVID-19

support. Here we also report how the benefits of support change with counterfactual firm viability

and firm productivity and we quantify the potential effect of support on the number of firms exiting

the market. In section 6 we consider the external validity of our results by changing the division

into test and train datasets. We further scrutinise the generalisability of our results by changing

the independent variable into a different indicator for firm financial distress, i.e. firm bankruptcies.

Finally, section 7 concludes.

2 Data

2.1 Administrative Panel Data on Firm Exits and COVID-19 support

We use an annual unbalanced firm-level panel data based on the universe of all limited liability

companies (the General Company Registry, ABR) in the Netherlands registered in the period

2013-2020. We construct this data by combining more than 60 administrative data sets using a

unique firm identifier to follow each firm over time.8 This data contains detailed information on

the industry, age and type of exit of the firm. The three event types are exit due to a stop, exit

due to a merger and acquisition, and exit due to restructuring. Firms that leave the market in year

8A detailed description of the procedure can be found in Appendix F.
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Table 1: Observations and Exits by Year

Year 2013 2014 2015 2016 2017 2018 2019

Train 12,675 13,283 13,365 13,851 14,313 14,869
Test 112,433 118,307 118,942 124,126 128,678 133,131 130,983
Unassigned 14,669
Exits (t+1) 7,651 7,385 6,154 5,570 6,069 7,129 6,499
Exits in percent (t+1) 6.12 5.61 4.65 4.04 4.24 4.82 4.96

Notes. The first two rows of the table show the number of observations in each year which we
assign to the train and the test data. For the division into train and test we sample 10% of firms
over the whole time period. In 2019 we do not assign firms to the train data because the observed
exits in t+1 are influenced by the COVID-19 pandemic. Therefore, these firms are put in the
category unassigned. The last two rows of the table show the number of exiting firms in the train
and the test data in the upcoming year and the respective percentage.

t + 1 due to mergers and acquisitions or restructuring are dropped from the data. Next, the data

is merged with information on the firm balance sheets and earnings and loss statements (NFO),

and with records on all tax-paying labour contracts (SPolis). When lags of financial variables are

used, firms with missings in the lagged variables are kept. The missing values are imputed with

zero, and for these firms, the indicator ‘lag imputed’ equals one. Finally, firms for which financial

information is missing are dropped. We also merge information on whether a company unit is

currently in a bankruptcy procedure or not. In a last step the firm-level data is linked to the

take-up of all COVID-19 related the governmental support measures in 2020.

2.2 Descriptive Statistics

Table 1 shows the number of firms we observe each year. The data is subdivided into a ‘train set’, a

‘test set’ and an ‘unassigned set’. As we explain in further detail in section 3 we use the observations

in the train set to train our machine learning model. The observations in the test set are used to

generate out of sample predictions. Because we are interested in a pre-pandemic counterfactual

firm viability we do not train our model using information from 2019 and 2020. Therefore, the

firms which would have been in the train data are moved to ‘unassigned’. All subsequent figures

and tables in this paper are based on the test set, unless indicated otherwise.

Table 2 summarises our main dependent variable and the five economic indicators that are most

often used to explain firm health. Our data contains plenty of information on firm characteristics in

the data such as age, economic sector, size and financial information from firm balance sheets and

profit and loss statements such as total value of assets, short and long term debt, and earnings before
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Table 2: Descriptive Statistics

Median Mean Std. Dev.

Firm exit (percent) 0 4.83 21.45
Firm age (years) 8 7.18 3.91
Total Balance Sheet (1000 euros) 614 1771.84 9845.12
Solvency (percent) 28.63 63.99 800.61
ROA (percent) 6.53 2.06 489.02
EBITDA (1000 euros) 30 118.43 945.46
Labour productivity (percent) 3.85 6.41 42.83

Observations 866,600

Notes. The table presents descriptive statistics of the main firm characteristics of firms
in the test sample in the period 2013-2019. All numbers are rounded to two decim-
als. Solvency is defined as Short-term debt+Long-term debt

Total Assets
∗ 100 . ROA (return on assets) =

Profit
Total Assets

∗ 100 , EBITDA is earnings before interests, taxes, depreciation and amortiz-
ation. Labour productivity is defined as Value added

Hours worked
∗ 100 .

interest depreciation and amortization (EBITDA). In total we observe over fifty firm characteristics

each year.

Firm exit is a binary indicator that takes the value 1 if firm i exits the market in year t + 1

(due to a stop) and equals zero if the firm is still active in the market in year t. The firm drops out

of the sample in the year after its exit. 4.83% of firms exit the market in this data. In any given

year the average firm has been in the market for 7.2 years. The median balance sheet size is 614

thousand euros and the average about 1.771 million, indicating a substantial variance in firm size

in our data. The debt ratio is defined as total liabilities divided by total assets, multiplied by 100,

and measures firm solvency. In this data 64% of the average firm’s assets are financed by creditors

and 36% by shareholders’ equity. The median firm has a lower debt ratio of 28.6%, indicating that

most firms in the sample are financially stable, whilst some outliers are very insolvent. Return on

assets (ROA) is defined as a firm’s net income divided by its total assets, multiplied by 100, and

measures how efficiently a firm uses its assets to generate a profit. The average return on assets

in this data is 2%. However, the median firm is more profitable with a 6.5% return on its assets.

This, coupled with the very high standard deviation, suggests that this data contains some large

loss-making firms. The average EBITDA is 118 thousand euros, whilst the median EBITDA is 30

thousand euros. As EBITDA is not standardised by firm size like the other financial indicators, it

is also indicative of the size of firms in this dataset. Finally, labour productivity is defined as value

added divided by hours worked, multiplied by 100, where value added is calculated as net revenue

minus the cost of revenue. Average labour productivity is 6.4%, whilst the median firm uses its
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labour input less productively (3.85%). The distribution of labour productivity is heavily skewed

towards low values, and there are some very productive outliers. Firms which exit the market

differ in all observable characteristics significantly from those which do not exit. Table 3 shows the

summary statistics split up by non-exiting firms and exiting firms, one year before they exit.

Table 3: Descriptive Statistics for Non-Exiting Firms and Exiting Firms

No Exit Exit

Mean Std. Dev. Mean Std. Dev. Difference

Firm age (years) 7.28 3.88 5.21 4.01 2.08
Total balance sheet (1000 euros) 1786.83 9247.99 1476.81 17923.60 310.01
Solvency (percent) 56.88 700.29 203.85 1893.24 -146.97
ROA (percent) 4.75 110.68 -50.83 2168.48 55.58
EBITDA (1000 euros) 122.08 881.43 46.58 1786.39 75.49
Labour productivity (percent) 6.36 41.28 7.43 66.33 -1.07

Observations 824,702 41,898

Notes. The table shows mean and standard deviation of the main firm characteristics of non-
exiting and exiting firms in the test sample in the period 2013-2019. All numbers are rounded
to two decimals. Solvency is defined as Short-term debt+Long-term debt

Total Assets
∗ 100 . ROA (return on assets)

= Profit
Total Assets

∗ 100 , EBITDA is earnings before interests, taxes, depreciation and amortization.
Labour productivity is defined as Value added

Hours worked
∗100 . The last column shows the differences in means

between non-exiting and exiting firms. All differences are statistically significant from zero (t-test
with Bonferroni corrected p-values < 0.001).

Firms that exit the market in the following year perform much worse than firms that do not in

terms of financial measures, but are similar in terms of age and labour productivity. All financial

performance indicators are higher for non-exiting firms than for the whole sample, which indicates

that firm exit is a good indicator of viability as it encompasses the implications of viability of

each individual measure. The large standard deviation in these characteristics indicates that their

relationships with firm exits are non-linear. All differences are statistically significant from zero.

The average exiting firm is very insolvent, has a negative income (indicated by the negative ROA),

has lower earnings and is younger. Average labour productivity is greater for exiting firms than

for stayer which might stem from the fact that exiting firms dismiss workers already in the year

before they exit. This very simple descriptive evidence shows that it can be helpful to investigate

the value of more advanced prediction methods which can detect non-linear relationships between

variables. We will elaborate how we did that in the next section.
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3 Methodology

In this paper we compare the predictive performance of machine learning to that of logistic regres-

sions when predicting firm exits. We make use of two different variable sets and two prediction

methods. In particular, we allow these prediction models to use the financial indicators that form

the z-score, an indicator of financial distress. We also consider the performance when both predic-

tion models can use a ‘big dataset’ that contains more detailed financial information about firm

balance sheets and their profit and loss statements.9 The big data also contains all of the variables

in the z-score data plus the levels and lags of 45 additional financial indicators up to the third lag.10

Conventional tools like logistic regression or OLS use a limited set of firm indicators to predict

financial distress, because financial indicators at the firm level are often strongly multicollinear.

This multicollinearity harms the convergence of logistic regression or the invertability of the X ′X

matrix in OLS (Altman et al., 2017). However, most machine learning models do not suffer from

this multicollinearity problem, as they do not require that matrices of explanatory variables are

invertable and they do not rely on maximum likelihood estimation (Coulombe et al., 2021). The

downside, however, is that predictions by machine learning models might not be consistent or

unbiased Chernozhukov et al. (2018), which is why we evaluate the out of sample predictive per-

formance of our machine learning model in terms of predictive power (statistical fit as expressed

by the AUC) and bias (as shown by a calibration plot).

We supply our machine learning model the z-score dataset and the big dataset. This allows

us to investigate whether any superior predictive performance of machine learning in combination

with big data is due to the potential for machine learning to flexibly combine predictive variables

or due to the potential to handle big data, which might yield important insights for scholars on

whether to improve their prediction models.

9We analyse how the predictive performance of models changes with the data they use. We also investigate these
methods when they can base their predictions on a ‘core dataset’ containing pre-selected economic indicators for firm
firm exits such as firm age, economic sector and solvency. The results are provided upon request.

10These financial indicators are the number of employees and the value of the: total balance sheet, intangible assets,
tangible assets, participations total, participations in the Netherlands, participations outside the Netherlands, long
term claims, stocks, short term claims, trade receivables, liquid assets, equity, third parties, equalisation, provisions,
long term debt, short term debt, trade credit, net revenue, costs wages, costs revenue, depreciation, operating result,
result participations, result participations in the Netherlands, results participations outside the Netherlands, interest
income, interest payment, other financial results, extra benefits, extra costs, balance extra costs benefits, result
before taxes (EBIT), taxes, shares third parties, net result, dividends, quick ratio, debt ratio, debt equity ratio,
ROA, ebitda1, dscr1 (debt coverage ratio), solvency ratio, headcount, hours worked, wages, value added.
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3.1 Specifications

The variables in the z-score data are those reported in the best performing specification in Altman

et al. (2017). Included right hand side variables are four financial ratios extended with two indicators

for firm size and two age indicators and eight industry dummies. 11

We estimate the relationships between the z-score and big variable sets and firm exits using

machine learning (equation 1a) and using logistic regression analysis (equation 1b). In both equa-

tions pi,t+1 equals one when a firm exits the market in year t + 1 and it equals zero when a firm

remains active in the market without changing its holding structure. Xd
i,t is a matrix containing the

available information in the z-score and big data (indicate with superscript d) for firm i in year t

and εi,t is an idiosyncratic error term. Hence equations 1a and 1b differ in the imposed relationship

between the dependent and independent variables. In equation 1a we do not impose any structure

and f() is an unknown function of firm characteristics. By contrast, in equation 1b we impose this

function a logistic distribution. We estimate f() in equation 1a using gradient boosting regression

trees, as this method predicts outcomes very well when it can use continuous data and interactions

between variables are important (Schonlau, 2005).12

Pr(pi,t+1|Xd
i,t) = f(Xd

i,t) + εi,t, (1a)

Pr(pi,t+1|Xd
i,t) =

1

1 + exp−(α+Xd
i,tβ+νi,t)

, (1b)

d = z-score, big

11The financial ratios are working capital
total assets

,
retained earnings

total assets
, EBIT

total assets
and the book value of equity

total liabilities
. The

indicators for firm size are the log of total assets and its squared value. The age groups are younger than six
years old and at least 13 years old (the second group is defined as over 15 years old in Altman et al. (2017),
but this definition would contain very few firms in our data). Industry indicators reflect business activity
in one of the following sectors: restaurants and hotels, construction, wholesale and retailing, agriculture,
manufacturing, energy and water production or information technology. We provide an elaborate description
of the z-score in Appendix C.

12The predictive power and calibration plots of a gradient boosting regression trees model are comparable to those
from a Random Forest or an ensemble based on those two methods, see Davies (2022).
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3.2 Training Procedures

Machine learning methods are developed to predict outcome variables by finding complex patterns

between the outcome variable and independent variable, and generally execute this task extremely

well. But they have a hard job distinguishing patterns that generalise to new, unseen data from

patterns that are only present in the data they have seen, i.e. they overfit the data used to ‘train’

the model (Hastie et al., 2009; Varian, 2014; Mullainathan and Spiess, 2017; Athey and Imbens,

2019; Fitzek et al., 2020). As we want to know how well the machine learning model and logistic

regression predict using new, unseen data, we divide the data into a train set and a test set. The

train set contains the observations given to the models to form a relationship between dependent and

independent variables, i.e. estimate f̂() in equation 1a and α̂, β̂ in equation 1b. This relationship is

used in combination with firm characteristics in the test data to evaluate how good the predictions

(p̂i,t+1) approaches observed firm exits pi,t+1.

As we focus on the out of sample analysis of predictions, we follow the convention to make this

data large (James et al., 2013). We randomly assign ten percent of firms to the train data, and the

remaining firms are in the test data (see Table 1). As we want to train our models on the state

of the economy without COVID-19, firm observations in the train data in 2019 (i.e. exits in 2020)

and later are removed from the train data and form the category ‘unassigned’. Note that a firm is

either in the train or test data. As a result, these datasets are independent random samples.

We determine f̂() and α̂, β̂ in equations 1a and 1b as follows. For the machine learning method

we randomly sample ten thousand observations from the train data (to keep the computation time

reasonable) and use these observations to find the optimal value for the ‘hyperparameters’ of the

gradient boosting regression trees algorithm. Hyperparameters are settings that cannot be learned

from the data. The next paragraph describes the procedure of gradient boosting regression trees

and the hyperparameters we consider. We use the optimal hyperparameters, including the optimal

number of trees, and the full train dataset to estimate the final model that is used to generate the

out of sample machine learning predictions for the test data. For the logistic regression analysis

equation 1b is estimated on the full train dataset at once. The parameters α and β are then used

to generate out of sample predictions for the test data.

3.3 Gradient Boosting Regression Trees

Boosted regression techniques combine many shallow regression trees sequentially to predict an

outcome. In this section we explain the intuition behind gradient boosting regression trees. A

more technical discussion on it statistical properties can be found in Hastie et al. (2009). Regression
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trees, initially developed by (Breiman et al., 1984), predict outcomes using the process of binary

recursive partitioning: The data is split into two partitions (called ‘branches’) and each partition

itself is split into smaller groups as the process continues. Each partition is based on only one

variable and cutoff such that the mean squared error between the outcome variable and its mean

value in the two partitions is minimised. The algorithm stops splitting a branch when the MSE in

that branch is zero, when the reduction in MSE of a potential split is below a cutoff value (specified

by the researcher), when the number of splits equals a maximum (specified by the researcher), or

all observations form a final group on their own and no further splits can be made.

Gradient boosting regression trees combine a very large number of shallow regression trees

sequentially, where each tree is fit on the residuals of the previous tree. The idea behind using a

small number of ‘weak learners’ is that taking many small steps into the right direction leads to

better predictions than taking one big (greedy) step into a direction that could be wrong (when

the method overfits the training data) (Schonlau, 2005). An example of a shallow regression tree

can be found in Appendix A.

The gradient boosting regression tree algorithm combines shallow trees as described by the

following algorithm:

1. Randomly assign 10% of data to the train data and 90% to the test data.

2. Set the initial estimate for the outcome variable fi,0 and determine initial residuals ri,0 =

yi − fi,0. We use fi,0 = ȳ.

3. For all regression trees m = 1, . . . ,M :

(a) Use a fifty percent bootstrapped sample from the train data to fit a regression tree with

a fixed number of splits S to the residuals ri,m−1.

(b) Compute r̄li,m−1 the average of ri,m−1 within each leaf (terminal node) of the regression

tree (superscript l indicates the leaf of the regression tree).

(c) Define the residuals for iteration m as ri,m = ri,m−1 +C ∗ r̄li,m−1, where C is a constant

shrinkage value set by the researcher.

(d) Evaluate the performance of iteration m on the test data by computing Lm(yi, ŷm,i),

where Lm() indicates the loss function and ŷi,m = yi−ri,m are the predictions for y from

iteration m. We use r-squared as the loss function.

4. Find the optimal iteration m∗ that minimises the loss on the train data and report the

iteration and its loss.
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Gradient boosting regression trees use bootstrapped samples to reduce the variation of the

final prediction without affecting its bias, because different random subsets may have different

idiosyncrasies that will average out (Schonlau, 2005). Also, this method applies shrinkage to the

predictions, making the algorithm less greedy. Both the use of bagging and shrinkage make the

method less sensitive to noise in the data used to train the model. Also recall that our economic

analysis of predicted exits is based on firm observations in the test data only, to avoid spurious

conclusions that are due to overfitting the train data.

We search over a grid of so-called ‘hyperparameters’ of the gradient boosting regression trees

model to determine which combination has the best out of sample predictive performance. We

only use observations in the train data for this. The hyperparameters that we consider are the

number of iterations (M), number of nodes (or splits) in the regression tree (S) and the shrinkage

value C. The number of iterations M and the number of splits S influences the granularity of

the predictions and as such affect the degree to which the method underfits or overfits the target.

The optimal number of iterations can range from a few hundred to thousands, depending on the

shrinkage value C and the target and explanatory data at hand. In particular, gradient boosting

regression trees with a high shrinkage value require more iterations M than models with a low

shrinkage value. The number of splits is typically between three and seven. The number of splits

can be thought of as specifying the maximum number of interactions to search for. Finally, the

shrinkage value is set as to reduce the overfitting of a gradient boosting regression trees model

by reducing the contribution of each individual regression tree. The intuition behind shrinking is

that is better to take many small steps into the right direction than one big leap (Schonlau, 2005).

We set M = 30000, S = 3, 5, 7, 9 and C = 0.1, 0.01, 0.001 and apply a full grid search over these

hyperparameters. As our gradient boosting regression trees algorithm reports the optimal iteration,

we do not vary M . Instead we pick a large enough value (such that M ≫ m∗) and use m∗ for

our final predictions. Therefore we search over twelve combinations for M , S and C and choose

the combination with the best out of sample fit. Our best performing model uses the following

parameters: m∗ = 23, 000, S = 3 and C = 0.001.

Finally, one could be concerned that our optimal set of hyperparameters is a local optimum,

instead of a global one. We address this concern by re-doing the entire sampling of firms into train

and test samples using a different seed in section 6. We use these new train and test datasets to

fully train a new gradient boosting regression trees model. When we compare the out of sample

performance of the original and the new gradient boosting regression trees models (on observations

that have been sampled in the test datasets both times), we find that the models predict similarly.

This suggest that the main gradient boosting regression trees model that we analyse in this paper

is well specified.
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4 Results

4.1 Comparing the Predictive Performances

In this section we compare the predictive performance of our machine learning model with the

conventional estimation techniques based on the AUC (area under the ROC-curve), how well the

machine learning predictions are calibrated and to what extent they predictions are correlated by

using heatmaps. The AUC plots the True Positive Rate (the proportion of exiting firms that were

correctly classified) against the False Negative Rate (the proportion of non-exiting firms that were

incorrectly classified as exiting) for different classification thresholds. As such it can be defined

as the probability that the model will rank a randomly selected positive example (e.g. an exiting

firm) above a randomly selected negative example (e.g. a non-exiting firm). An AUC of 1 indicates

that the classifier model can perfectly distinguish between the positive and negative class points.

An AUC of 0.5 indicates that the model’s ability to distinguish between positive and negative class

points is as good as random, whilst an AUC of 0 indicates that the model will predict all negative

class points as positive and vice versa.

Table 4: AUCs for Different Models in the Test Data

Model Variable set AUC

Logistic regression z-score 0.7001
big 0.7552

Gradient boosting regression trees z-score 0.7614
big 0.8385

Notes. The table shows AUCs for two different estimation methods (logit
and gradient boosting regression trees) and two different variable sets (z-
score variables and the variables used by the gradient boosting regression
trees).

A comparison of the AUCs of all models in the test data shows that the gradient boosting

regression trees with the big variable set is clearly the best model to predict firm exits. Table 4

shows the AUC of the machine learning model and the logistic specifications using the z-score. The

gradient boosting regression trees model shows an AUC of 0.8385 compared to an AUC of 0.7001

of the logistic z-score specification. The predictive performance of our logistic z-score specification

is slightly lower than those reported in the literature. Altman et al. (2017) report an average

AUC of 0.748 in Table 4 of their paper which lies in between our logistic z-score specification AUC

and the one using the big variable set. As we followed the specification in Altman et al. (2017),

differences in predictive performance are due to the data used. We use representative data on about
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1 million limited liability firms in the Netherlands (including many small firms), whereas the results

by Altman et al. (2017) are based the ‘Orbis dataset’, data on firms in many countries across the

world collected by a private company. This data is biased towards large firms.

The contribution to the predictive performance of the combination of machine learning and

big data is about three times larger than the contribution of the use of machine learning or big

data alone. At first sight Table 4 suggests that the increase in predictive performance realised

by the combination of machine learning and big data is 2.3 times as large as the increase realised

by machine learning or big data only ((84 − 70)/(76 − 70) ≈ 2.3). Yet this conclusion is flawed,

because it is relatively easy to increase the AUC with one percentage point when the AUC is low

(and relatively hard when it is high). Therefore, we use the ‘oracle estimator’ described in Einav

et al. (2018) to compare the contribution of big data, machine learning and the combination of

both to the predictive performance.

In particular, we sample (randomly selected) probabilities to leave the market for one thousand

firms that did leave the market and one thousand firms that did not. These probabilities are

generated by the logistic z-score model. Next, we define the oracle estimator O(α) as the weighted

average of the predictions by the logistic z-score model, ŷi, and the target variable, yi, using weights

α. The oracle estimator O(α) yields predictions ŷαi that are defined as ŷαi = (1− α)ŷi + αyi. Then

ŷαi and yi are used to compute the AUC.13

We find that the AUC of the oracle estimator O(0.005) is 76%, and therefore it has similar

predictive power as a logistic regression with big data or the gradient boosting regression trees

using the z-score variables. The oracle estimator O(0.0175) has an AUC equal to 84%, which

equals the predictive power of the gradient boosting regression trees model using big data. This

leads us to conclude that the combination of machine learning and big data is more than three

times as important for the predictive performance as the use of the machine learning model alone

or the use of big data alone (0.0175/0.005 = 3.5).

One might be concerned that the gradient boosting regression trees outperform the logistic

regressions because both logistic models are severely misspecified. According to this view, the

logistic z-score specification has low predictive power because important predictors for firm exits are

not included as right-hand-side variables.14 The low predictive power of the logistic regression with

the big data then stems from the inclusion of too many irrelevant variables. Hence, the argument

suggests that there is a set of explanatory variables that better explains firm exits compared to the

13The predictive performance of the oracle estimator is increasing in α on the domain α = [0, 1]. In particular, the
oracle estimator O(0) has an AUC of 0.70 as it equals the logistic z-score model. The AUC of the oracle estimator
O(1) equals one as it is equal to the outcome variable.

14This argument challenges the empirical evidence that the z-score specification explains firm exits reasonably
well.
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situation in which a logistic regression is used using the z-score variables or the big data. Davies

(2022) tries several different specifications of the logistic regression model using the same data as we

do. In particular, she considers the inclusion of different explanatory variables such as the solvency

and quick ratio, the inclusion of lagged variables and the estimation of logistic regressions at

the sectoral level to incorporate sector specific relationships between exits and predictive variables.

None of these specifications yield a AUC that is better than the AUC of the logistic z-score model.15

We also visualise the AUC by showing (randomly selected) probabilities to leave the market

for one thousand firms that did leave the market and one thousand firms that did not in Figure 1.

The picture that emerges from Panels a and b is that the gradient boosting regression trees model

has a lot more density in the very low predicted probabilities for surviving firms and a much longer

tail towards higher predicted probabilities for actually exiting firms. The panels show the density

of predicted probabilities of surviving firms of the gradient boosting regression trees model with

black dashed line and the same density of the predictions of the logistic z-score specification with

a grey dashed line. The overlap in the plots of surviving and exiting firms predicted by the logistic

z-score specification in Panel b show that it is less able to distinguish surviving firms from exiting

firms. The distribution of the predicted probabilities of the logistic z-score specification is further

shifted to the right compared to that of the gradient boosting regression trees. For exiting firms we

observe a peak of the density in predicted probabilities of the logistic z-score specification around

0.05 and then fast smoothing out, whereas the gradient boosting regression trees model predicts

much higher probabilities also with a rather fat tail. This suggests an overall lower score of false

positives and false negative.

Although machine learning predictions need not be consistent in general, the predictions by

our machine learning model are unbiased on average.16 The average predicted value is very similar

to the average observed exit rate for the majority of cases after we group firms according to their

propensity to exit the market.

Only for low exit probabilities does the gradient boosting regression trees model overpredict

15In Davies (2022) different sets of explanatory variables are used (based on the same data as in this paper)
to predict firm exits using a logistic regression. All these logistic specifications yield an AUC similar to that of a
logistic regression with z-score data. In particular, the ‘core logistic specification’ yields an AUC of 0.6869. The
variables in the core variable set are indicators for firm age (4), indicators for firm size (7, OECD classification), and
indicators for industry code (15, sbi 2008). This dataset also contains financial indicators like the solvency ratio,
labour productivity and quick ratio. She also includes lags of the financial indicators up to the third lag. These
variables are based upon those most common in the literature on firm exits. Notably, these studies keep the number
of explanatory variables limited and conclude that size, age and solvency are the most important predictors of a firm
exit (Clementi and Palazzo, 2016; Schröder and Sørensen, 2012). Conducting the logistic regression within sectors
slightly increases it to 0.6948 whereas adding interactions to this sub-group regression in fact reduces the AUC to
0.6835.

16The average predicted value, 4.83%, is within the 95% confidence interval of the exit rate ranging from 4.79%
to 4.88%.
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the actual exit probabilities. Figure 1c shows the alignment of predictions and realisations across

the distribution of the predictions. These calibration plots show the average of the true exit rate

in each percentiles of the predicted firm exit rate in the test data set for the gradient boosting

regression trees model and for one of the other models. The closer the points are to the 45 degree

line the less biased the predictions are. For the sake of comparability we take the logarithm of the

predicted and actual values. Values above the line indicate an underprediction (downward bias)

and values below an overprediction (upward bias). Circles correspond to the gradient boosting

regression trees model (GB) and asterisks to the logistic z-score specification or to the logistic big

data specification.

As Figure 1c shows, the logistic z-score specification (asterisks) overestimates exit probabilities

in the lower percentiles, slightly underpredicts in the middle part of the distribution and is largely

accurate in the upper percentiles. The gradient boosting regression trees model predicts very well

in general for the whole sample, as it is very close to the 45-degree line for the majority of the

observations. However, the gradient boosting regression trees model also overpredicts exits in the

lower part of the distribution.

The gradient boosting regression trees model better ranks firms according to their future exits

from the market than the logistic z-score model. Figure 1d shows this by plotting percentiles of

the predicted exit probabilities by the gradient boosting regression trees model and the logistic

z-score model on the x-axis against the observed exit rate within each percentile on the y-axis. The

figure shows that the ranking produced by the gradient boosting regression trees model leads to

higher observed exit rates for firms that are indicated as most likely to exit the market compared

to the logistic z-score specification. The difference in observed exit rates by the rankings from both

models is strongly increasing in the percentiles of predicted exit probabilities. In particular, Figure

1d suggests that if we would use the gradient boosting regression trees model to select the top one

percent of firms that are most likely to exit, we would find that 55% of firms in that percentile

actually exit the market the next year. This percentage would drop to 32% when we would use the

logistic z-score specification to select the top one percent of firms most likely to exit.

The models agree most on which firms are most likely to exit or to survive. Yet this holds for

the top and bottom five percent of firms only and there is quite some discrepancy in the middle

part of the distribution. We come to this conclusion by plotting a heatmap of the distributions of

the different predictions in Figure 2. We simply count how many firms are assigned to the same

vigintile of the predicted exits. A high overlap is indicated by red or green tiles and means that

the same firms are assigned to the same part of the distribution of the predicted exits with another

prediction model. A very high correlation would be reflected in a clearly distinguishable and thin

line along the diagonal. However, the blue colour spectrum indicates that there is little overlap
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especially in the middle part of the predictions and that the models actually assign higher and

lower exit probabilities to a substantial amount of different firms.17

Figure 2: Heatmap comparing Predictions of the Gradient Boosting Regression Trees Model and
the Logistic Z-Score Specification

Notes. The figure shows the correlation structure of the predictions of the gradient boosting regression trees

and the logistic z-score specification. We aggregate the data on the level of vigintiles of each prediction

model and count the number of firms which are assigned to each vigintile. The squares on the horizontal

line correspond to the number of firms which are assigned to the same vigintile by the two models. Empty

areas correspond to areas with either no overlap or less than five observations, which we had to discard due

to confidentiality.

17Figure 8 presents a heatmap of two sets of machine learning predictions that are strongly correlated. Here the
diagonal is thin and consists of tiles with many observations.
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Figure 1: Performance Comparison of Logistic Regression and Gradient Boosting Regression Trees

(a) AUCs of the Gradient Boosting Regression Trees (b) AUCs of the Logistic Z-Score Specification

(c) Calibration Plot (d) Observed exits by percentiles

Notes. The figure shows distributions of predicted exit probabilities of the logistic z-score specification and
the gradient boosting regression trees model in the test data. In Panels a and b distributions of predicted
exit probabilities for exiting and non-exiting firms are plotted. Predicted exit probabilities of exiting firms
are plotted with a straight line, the distribution of surviving firms with a dashed line. Panel a shows the
distribution of the predicted probabilities only for the gradient boosting regression trees and Panel b for the
logistic z-score specification. Panel c plots the logarithm of the average predicted exit probability within each
percentile for the logistic z-score specification prediction and for the gradient boosting regression trees. Panel
d shows the average exit rate by percentiles of predicted exit probabilities of the logistic z-score specification
and the gradient boosting regression trees model.
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4.2 Economic Interpretation of the Predictions

Gradient boosting regression trees is a black box model and therefore it is hard to understand how

predictions are made. Yet, we can understand the economic structure of the predictions that were

generated by the model quite easily. In this subsection we summarise six important characteristics

of firms in 2019 and relate them to the distribution in the percentiles of predicted firm exits.

This informs us whether the ranking produced by the gradient boosted regression trees model

makes sense from an economic perspective, which is important when these predictions are used for

economic policy analysis.

Figure 3 shows that the economic structure found by the gradient boosting regression trees

model is similar, and often more pronounced, than that of the logistic z-score model. Each panel

in the figure plots the average of a characteristic within a predicted exit percentile for the gradient

boosting regression trees in black and for the logistic z-score specification in grey. Overall, the

predicted exit probabilities from the gradient boosted regression trees model are negatively correl-

ated with firm performance, although the relationships tend to be non-linear. As panels a and b

show, firms with high predicted exit probabilities have higher debt ratios and much lower return on

assets. Both EBITDA and total balance sheet size have a convex relationship with predicted firm

exit probabilities (Panels c and d), although that of total balance sheet size is more U-shaped. With

regard to labour productivity, we observe that lower labour productivity is associated with high

exits rates, but not for very high exit probabilities (Panel e). There is also a non-linear relationship

with age but an overall higher predicted exit probability for younger firms (Panel f).

The gradient boosting regression trees model and the logistic z-score specification reveal different

correlation patterns with predicted exits and firm characteristics along two dimensions. Especially

for the correlation with the debt ratio and return on assets, the gradient boosting regression trees

model assigns higher exit probabilities to higher debt ratios and lower return on assets, except

for the top percentile. For the other firm characteristics the gradient boosting regression trees

model exhibits a less smooth correlation pattern, which suggests that non-linearities and non-

monotonicities are differently captured when omitting the corset of a functional form between exits

and firm characteristics.
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Figure 3: Correlation with Predicted Exits and Key Firm Characteristics

(a) Solvency (b) Return on Assets

(c) EBITDA (d) Balance Sheet Size

(e) Labour Productivity (f) Firm Age

Notes. Each panel of the figure shows the mean of a firm characteristic within each percentile of predicted
exits of the gradient boosting regression trees model in black and the logistic z-score specification in grey.
The bars indicate 95% confidence bounds. Solvency is defined as Short-term debt+Long-term debt

Total Assets
∗100 . ROA (return

on assets) = Profit
Total Assets

∗ 100 , EBITDA is earnings before interests, taxes, depreciation and amortization in
thousand euros. Balance sheet size is defined in thousand euros and equivalent to total assets. Labour
productivity is defined as Value added

Hours worked
∗ 100 . Firm age is measured in years.
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5 Lessons from the Take-Up of COVID-19 Support and Firm Vi-

ability

One of the key questions in the evaluation of the COVID-19 support measures is what type of

companies received the support. In this section we shed light on that question. We use the predicted

probabilities to leave the market and link them to the take-up of the COVID-19 support measures

in 2020. Unless indicated otherwise, we group firms into percentiles according to their predicted

probability to leave the market in 2020. As these predictions are based on a high-dimensional set

of firm characteristics observed in 2019 and before, the percentiles reflect the counterfactual firm

viability in the absence of the COVID-19 pandemic.

We start this section by presenting a simple descriptive comparison of firm characteristics

between those firms which received support and those firms which did not. We then show re-

gression evidence on the relationship between firm viability and the take up of any of the six

largest COVID-19 support measures in the Netherlands in 2020. We do so for the two different

measures of firm viability. Next, we document how this relationship changes when we condition on

firm characteristics that are used in the economic literature to explain use of COVID-19 support.18

We end this section by analysing how productivity growth in the Netherlands was likely to be

affected by COVID-19 support once we take selection into COVID-19 according to firm viability

into account.

18An extensive description of the various support measures can be found in Appendix B.
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Table 5: Descriptive Statistics by Support Take-Up

No Support Support

Mean Std. Dev. Mean Std. Dev. Difference

Exit in 2020 (percent) 6.07 23.88 2.00 14.01 4.07

Firm age (years) 8.23 4.80 8.64 4.78 -0.42

Total balance sheet (1000 euros) 1625.25 4856.80 2177.56 5237.58 -552.31

Solvency (percent) 58.18 777.08 64.33 2.21 -6.15

ROA (percent) 2.13 1134.76 2.91 71.00 -0.79

EBITDA (1000 euros) 158.67 914.93 138.68 1223.11 20

Labour productivity (percent) 8.84 95.97 5.06 16.64 3.78

Observations 79,992 50,991

Notes. The table shows mean and standard deviation of the main firm characteristics of firms

which received at least one type of support measure and firms which did not receive any form

of support in the test sample in 2019. All numbers are rounded to two decimals. Solvency is

defined as Short-term debt+Long-term debt
Total Assets

∗ 100. ROA (return on assets) = Profit
Total Assets

∗ 100 , EBITDA is

earnings before interests, taxes, depreciation and amortization. Labour productivity is defined as
Value added
Hours worked

∗ 100 . The last column shows the differences in means between firms that did and did

not use any COVID-19 support. The differences are statistically significant from zero for exit in

2020, firm age, total balance sheet and ROA (t-test with Bonferroni corrected p-values < 0.0014).

Firms which received COVID-19 related government support differed in important observable

characteristics from those which did not take up government support. Table 5 shows the observable

characteristics of firms which received support and of those which did not. On average firms which

received at least one type of support were 4 percentage points less likely to exit in 2020. Firms

which received support were on average bigger in terms of balance sheet size, more solvent and had

higher return on assets. However, their EBITDA and labour productivity were lower. The size

of the standard deviations within each group is substantial. This is an indication for a complex

selection pattern in the support.
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5.1 Take-Up of COVID-19 Support and the Short-Term Relationship with Firm

Viability

The relationship between the take-up of COVID-19 support and firm viability depends on which

prediction model is used to measure firm viability. We arrive at this conclusion with a simple

regression analysis which is described in equation 2. We regress the incidence of any COVID-19

support take-up in 2020 (CSMi,2020) on the percentiles of our viability measure P̂m
i,2020 of firm

i in 2020 for the model m, the model either being the gradient boosting regression trees or the

logistic z-score specification. We also control for the 2019 firm characteristics in the matrix Xi,2019

such as solvency, EBITDA, ROA, and labour productivity and the sector with a Sectoris indicator

matrix which takes the value of one if a firm i belongs to sector s. All control variable are included

using decile-dummies to capture potential non-linearities. Note that this regression specification

also allows us to show if the measure of firm viability carries new information compared to firm

economic indicators to explain support take-up.

CSMi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 + γ′sSectoris + ϵi,2019 (2)

When the machine learning predictions are used to construct a measure of counterfactual firm

viability we obtain a robust and moderate positive relationship between use of support and firm

viability. When the logistic z-score model is used the relationship is positive, yet less robust. The

relationship between counterfactual firm viability and the take-up of any government support is

shown in Figure 4. We present two specifications for each of the two estimated firm viability

measures. Each sub-figure shows the regression coefficients of the vector β̂ plus the constant of

the regression, including the logistic z-score specification viability estimates in grey and gradient

boosting regression trees estimates in black. Figure 4a shows the relationship between the gradient

boosting regression trees and logistic z-score specification estimated firm viability deciles and the

probability to take up any support measure without any controls. We show the results of the

specification with control variables such as solvency, EBITDA, ROA, and labour productivity in

Panel b.

The relationship between firm viability and the take up of any COVID-19 support measure is

moderately and non-linearly increasing in firm viability. This picture evolves when we look at the

estimates of the gradient boosting regression trees in Panels a and b. This means that especially

viable firms were most likely to receive support. The interpretation changes completely if we look

at the estimates between support take-up and the logistic z-score specification viability estimates in

the same panels. These figures suggest there is hardly any relationship between take-up of support
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and firm viability, conditional on controls.19

Figure 4: Relationship between Support Take-Up and Firm Exit Estimates

(a) Regression: No Controls (b) Regression: Firm Controls and Sector FE

Notes. The figure shows the relationship between predicted exit probabilities in 2020 and the mean take-up

rate of any support measure in 2020 within each percentile. Panel a shows the estimates of β from equation

2 without any controls. Panel b shows the results including control variables. The black dots indicate the

regressions results using the predicted exit probabilities from the gradient boosting regression trees model

and the grey dots from the logistic z-score specification. The bars indicate 95% confidence bounds.

Table 6 also present evidence in favour of a moderate, positive relationship between use of

COVID-19 support and firm viability, in line with Figure 4. In this table we show how many firms

received support and how many firms did not receive support according to their predicted exit in

2020 and the two prediction models. According to the gradient boosting regression trees model,

30% (1,870/6,237) of firms, which were expected to leave the market in 2020 had COVID-19 not

occurred, received some sort of support in 2020. In contrast, this percentage is 40% (49,121/124,746)

for firms which were expected to survive (see Panel 6a). Note that of all firms using support, only

3.7% (1,870/50,991) was expected to exit initially. The results of the z-score are similar, but a bit

more pessimistic since 35% (2,110/5,944) firms which were expected to leave the market received

some form of support, against 40% (48,881/125,039) for firms expected to survive. Of the firms

using support, 4.1% (2,110/50,991) was expected to exit initially (Panel 6b).

Since the support programmes differed in their design, we also investigate the role of the pro-

grammes separately. We present the two biggest support programmes in the main text. The results

19The conclusions are similar when we look at separate support-measures. The results can be found in Appendix
E.
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Table 6: Allocation of Support and Predicted Exits in 2020

(a) Allocation According to Gradient Boosting

Support No support Total

E[exit in 2020] 1,870 4,367 6,237
E[survival in 2020] 49,121 75,625 124,746

Total 50,991 79,992 130,983

(b) Allocation According to Z-score

Support No support Total

E[exit in 2020] 2,110 3,834 5,944
E[survival in 2020] 48,881 76,158 125,039

Total 50,991 79,992 130,983

Notes. The table shows the number of firms which received at least one type of support and those which
did not according to their expected exit status in 2020. We calculate the number of total expected exiting
firms as follows: E[exit in 2020] =

∑100
p=1 P̂p ∗ Np where p denotes the percentile and P̂p the predicted

average exit probability within a percentile. And correspondingly, the number of expected surviving firms:
E[survival in 2020] =

∑100
p=1(1 − P̂p) ∗ Np. We count the number of firms which received support and

those which did not. Finally, we calculate the number of firms that received support and are predicted to
exit as follows: E[exit in 2020 ∩ support] =

∑100
p=1 P̂p ∗ Np ∗ ˆsupportp, where ˆsupportp denotes the average

fraction of firms which received support per percentile. E[exit in 2020 ∩ no support] =
∑100

p=1 P̂p ∗Np ∗ (1−
ˆsupportp). The remaining cells follow straightforwardly. Expected surviving firms which did not receive

support: E[survival in 2020 ∩ no support] =
∑100

p=1(1− P̂p) ∗Np ∗ (1− ˆsupportp). Expected surviving firms

which received support: E[Survival in 2020∩ support] =
∑100

p=1(1− P̂p) ∗Np ∗ ˆsupportp. Results are rounded
to whole numbers. Panel a shows calculations using the exit predictions of the gradient boosting tree and
Panel b of the z-score.

of the other support programmes and exit rates can be found in Appendix E.1. Table 7 shows the

results for the tax deferral programme which was a liquidity injection in the form of a loan and has

to be paid back as of October 2022. Table 8 shows the results for the first short-term work scheme

(NOW 1). The short-term work scheme was a liquidity injection in the form of a gift if a firm had

sufficient back-drops in its revenue compared to 2019. A more detailed description of the support

programmes can be found in Appendix B.

Tables 7 and 8 suggest that the fraction of unviable firms which received support is low. 22%

(1,373/6,237) of firms which were expected to exit in 2020 received tax deferrals according to the

gradient boosting regression tree (24.5% (1,455/5,944) according to the z-score). 956 (16%) of the

firms which were expected to leave the market according to the gradient boosting tree received the

first short-term work scheme (NOW 1). The z-score is again more pessimistic and assigns 1,232

exiting firms to the short-term work scheme (20%). The methods find similar percentages for the

share of firms expected to remain active in 2020 that used support.
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Table 7: Allocation of Tax Deferral and Predicted Exits in 2020

(a) Allocation According to Gradient Boosting

Support No support Total

E[exit in 2020] 1,373 4,864 6,237
E[survival in 2020] 30,834 93,912 124,746

Total 32,207 98,776 130,983

(b) Allocation According to Z-score

Support No support Total

E[exit in 2020] 1,455 4,489 5,944
E[survival in 2020] 30,752 94,287 125,039

Total 32,207 98,776 130,983

Notes. The table shows the number of firms which received tax deferral and those which did not according
to their expected exit status in 2020. We calculate the number of total expected exiting firms as follows:
E[exit in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average exit probability

within a percentile. And correspondingly, the number of expected surviving firms: E[survival in 2020] =∑100
p=1(1 − P̂p) ∗ Np. We count the number of firms which received tax deferral and those which did not.

Finally, we calculate the number of firms that received tax deferral and are predicted to exit as follows:
E[exit in 2020 ∩ support] =

∑100
p=1 P̂p ∗Np ∗ ˆsupportp, where ˆsupportp denotes the average fraction of firms

which received tax deferral per percentile. E[exit in 2020 ∩ no support] =
∑100

p=1 P̂p ∗ Np ∗ (1 − ˆsupportp).
The remaining cells follow straightforwardly. Expected surviving firms which did not receive tax deferral:
E[survival in 2020 ∩ no support] =

∑100
p=1(1 − P̂p) ∗ Np ∗ (1 − ˆsupportp). Expected surviving firms which

received tax deferral: E[Survival in 2020 ∩ support] =
∑100

p=1(1 − P̂p) ∗ Np ∗ ˆsupportp. Results are rounded
to whole numbers. Panel a shows calculations using the exit predictions of the gradient boosting tree and
Panel b of the z-score.
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Table 8: Allocation of Short-Term Work According to Predicted Exit in 2020

(a) Allocation According to Gradient Boosting

Support No support Total

E[exit in 2020] 956 5,281 6,237
E[survival in 2020] 32,402 92,344 124,746

Total 33,358 97,625 130,983

(b) Allocation According to z-score

Support No support Total

E[exit in 2020] 1,232 4,712 5,944
E[survival in 2020] 32,126 92,913 125,039

Total 33,358 97,625 130,983

Notes. The table shows the number of firms which received short-term work and those which
did not according to their expected exit status in 2020. We calculate the number of total ex-
pected exiting firms as follows: E[exit in 2020] =

∑100
p=1 P̂p ∗ Np where p denotes the percent-

ile and P̂p the predicted average exit probability within a percentile. And correspondingly, the

number of expected surviving firms: E[survival in 2020] =
∑100

p=1(1 − P̂p) ∗ Np. We count the
number of firms which received short-term work and those which did not. Finally, we calcu-
late the number of firms that received short-term work and are predicted to exit as follows:
E[exit in 2020 ∩ support] =

∑100
p=1 P̂p ∗Np ∗ ˆsupportp, where ˆsupportp denotes the average fraction of firms

which received short-term work per percentile. E[exit in 2020∩no support] =
∑100

p=1 P̂p ∗Np ∗ (1− ˆsupportp).
The remaining cells follow straightforwardly. Expected surviving firms which did not receive short-term
work: E[survival in 2020 ∩ no support] =

∑100
p=1(1 − P̂p) ∗ Np ∗ (1 − ˆsupportp). Expected surviving firms

which received short-term work: E[Survival in 2020∩ support] =
∑100

p=1(1− P̂p) ∗Np ∗ ˆsupportp. Results are
rounded to whole numbers. Panel a shows calculations using the exit predictions of the gradient boosting
tree and Panel b of the z-score.

Overall, the percentage of the outstanding amounts assigned to firms that were expected to

exit in the absence of COVID-19 is small, both for the tax deferral (3.2% of the total outstanding

amount) and the short-term work (2.3%).20 Table 9 shows the amounts in million euros of the

tax deferral and the short-term work scheme according to the assigned exit status. The gradient

boosting tree assigns 98 million euros to firms which were supposed to exit in 2020 whereas the

z-score only 89 million. For the short-term work scheme the results are different. According to the

gradient boosting tree 45 million euros were assigned to exiting firms in 2020 and 49 according to

the z-score.

20We calculate the percentages with the gradient boosting regression tree predictions.
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Table 9: Intensive Margin of Support and Predicted Exit in 2020

(a) Tax Deferral

GB Z-score

E[exit in 2020] 98.3 88.6
E[survival in 2020] 2957.4 2967.1

(b) Short-Term Work (NOW 1)

GB Z-score

E[exit in 2020] 44.8 49.4
E[survival in 2020] 1875.5 1871.0

Notes. The table shows the amount in million Euros which firms received according to their predicted exit
in 2020. Panel a shows the amounts for outstanding tax deferrals at the 28th of February 2021 according
to the gradient boosting tree in the left column and in the right column according to the z-score. Panel b
shows the amounts for the advance payment of the first short-term work scheme (NOW 1). We calculate

the number of total expected exiting firms as follows: E[exit in 2020] =
∑100

p=1 P̂p ∗ Np where p denotes

the percentile and P̂p the predicted average exit probability within a percentile. And correspondingly, the

number of expected surviving firms: E[survival in 2020] =
∑100

p=1(1 − P̂p) ∗ Np. Finally, we calculate the
amount of support received by firms which are predicted to exit as follows: E[exit in 2020 ∩ support] =∑100

p=1 P̂p ∗Np ∗ ˆamount supportp, where ˆamount supportp denotes the average amount of support received
per percentile. The outstanding amount of support for expected follows accordingly: E[Survival in 2020 ∩
support] =

∑100
p=1(1− P̂p) ∗Np ∗ ˆsupport amountp.
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5.2 Firm viability and the benefits from COVID-19 support

Various papers conclude that COVID-19 support successfully prevented firm exits as firms using

support exited the market less than firms not using support (Konings et al., 2022; Freeman et al.,

2021). The evidence is less clear as to what extent healthy and productive firms receive support.

Some papers find little evidence for low productivity or zombie firms receiving support (Harasztosi

et al., 2022; Bighelli et al., 2022; Konings et al., 2022; Hoshi et al., 2022; Lalinsky and Pál, 2022;

Cros et al., 2021; Pelosi et al., 2021) other studies find that weaker and less productive firms receive

more support (Belghitar et al., 2022; Freeman et al., 2021; Hadjibeyli et al., 2021). The results

presented in Figure 4 suggest that the difference in observed exits rates between firms using and

not using support stems, at least partly, from healthier firms being more likely to receive support.

To understand whether support prevented exits by viable or unviable firms, Figure 5 plots the

differences in realised exit rates between 2019 and 2020 against percentiles of the predicted exit

rate in 2020 separately for firms that did and did not use any COVID-19 support. Panel a shows

the difference in exit rates when firms are grouped according to the gradient boosting regression

trees model, Panel b does so when firms are grouped into percentiles using the logistic z-score

specification.

The firms with the highest predicted exit probabilities in 2020 which received support experi-

enced the strongest decline in realised exit probabilities. Also, here we observe striking differences

in the interpretation depending on the prediction method: Firms in the highest percentile of pre-

dicted exits in 2020 which received support had a more than 30 percentage points lower probability

to exit the market in 2020 according to the gradient boosting regression trees model, whereas this

decrease is only 15 percentage points when grouped according to the logistic z-score specification.

Another interesting pattern occurs when comparing the two methods. When using the logistic

z-score specification to predict exits, we see that the probability for all firms receiving support

decreased in 2020 and especially for those with higher ex-ante exit probabilities. Results are

different when we look at the results from gradient boosting regression trees model. While the

methods agree that unviable firms benefited more from support than viable firms in terms of

prevented exits, the results with grouping based on the gradient boosting regression trees results

suggest that only those firms with higher ex-ante probabilities benefited from the support, with a

substantially decrease in their exit probability.
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Figure 5: Differences in Exit Rates by Support Take-Up and Firm Viability

(a) Gradient Boosting Regression Trees Predicted
Exit Rates

(b) Logistic Z-Score Specification Predicted Exit
Rates

Notes. The figure shows the changes in average realised exits per percentile for firms using at least one

support measure and firms using no support at all. For each percentile p of predicted exits we plot:

∆exit2020,no support = exit2020,no support − exit2019 and ∆exit2020,support = exit2020,support − exit2019.

Panel a shows the differences using the division in gradient boosting regression trees percentiles and Panel

b the division in logistic z-score specification percentiles.

The results look similar if we look at the relationship between pre-covid labour productivity

and the gains from receiving support (Figure 6). This figure shows the exit rate among firms

that used an did not use support by vigintile of labour productivity. The firms with low initial

labour productivity which received support in 2020 had the largest gains in terms of prevented exits

compared to the firms which did not receive support. Like Freeman et al. (2021) we find a strong

negative relationship between the difference in exit rates and vigintiles of labour productivity,

which implies that more low-productivity firms will remain active in the economy longer than

usual compared to high-productivity firms. Overall, this suggests that COVID-19 support might

have contributed negatively to the Schumpeterian cleansing mechanism of economic crises in the

Netherlands (Bettendorf et al., 2022).

Figures 5 and 6 show that firms with a very high counterfactual exit probability and low-

productivity firms benefited most from COVID-19 support. In the remainder of this section we

quantify the importance of selection according to counterfactual exit probability and labour pro-

ductivity based on figure 6 as follows. First, we interpret the difference in exit rates between firms

using and not using support in each vigintile as the change in exit rate due to support.21 Second,

21This difference can be interpret as the causal effect of support on the exit rates of firms using support under the

31



Figure 6: Labour Productivity, Support Use and Firm Exit

Notes. This figure shows the realised exit rates for firms which received some government support and for
those which did not in the distribution of labour productivity measured as Value added

Hours worked
on the firm level in

2019.

we multiply the difference in exit rates within each vigintile with the number of firms that use

support. This yields an approximation of the number of prevented exits due to the use of support

(see Figure 7). The dark blue bars repeat the conclusion that the COVID-19 support measures

mainly benefited low-productivity firms. The support measures prevented almost 300 firm exits in

the first three vigintiles of labour productivity, but prevented less than 50 firm exits in the upper

three vigintiles of labour productivity.

Taking the sum over all vigintiles suggests that in total 2,272 firm exits were prevented by the

use of COVID-19 support (see column 1 of Table 10), which is equivalent to a decrease in the

number of exits equal to 25 percent. We calculate this percentage as the number of prevented

exits over the sum of the number of prevented exits and the number of observed exits in 2020:
2,272

2,272+6,499 = 25%.22 Yet, we conclude that only 1,106 firm exits were prevented by support (a

decrease in the number of exits equal to 15 percent) when we weight the prevented exits within

vigintiles using the vigintile share in total labour productivity. Stated differently, the total labour

bold assumption that use of support is as good as randomly distributed within each vigintile.
22The number of realised exits can be found in Table 1.
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productivity of the 2,272 firms whose exits were prevented is equal to the total labour productivity

of 1,106 firms of average labour productivity, which clearly illustrates that low-productivity firms

benefited most from COVID-19 support.

The conclusion that COVID-19 support reduced the number of exits by 25 percent could be

flawed, because these numbers do not control for selection into support. Therefore, we subtract

the predicted counterfactual firm exit rates in 2020 from the observed exit rates in 2020 for firms

that did and did not use support in each vigintile. Then, we compute the number of prevented

exits by vigintile of labour productivity by multiplying these adjusted differences with the number

of firms using support. The light blue bars in Panel a of Figure 7 show the number of prevented

exits when the predictions by the gradient boosting regression tree are used. They indicate that

this correction for selection lowers the number of prevented exits by approximately 50% for most

vigintiles of labour productivity. This is confirmed in column 2 of Table 10 which shows that only

1,199 firm exits were prevented after adjusting for selection using the machine learning predictions.

This means that the support measures lowered firm exits by about 16%. Adjusting for selection into

support does not alter the conclusion that mainly low-productivity firms benefited from support,

as the productivity-weighted number of prevented exits is 637, which is equivalent to a drop in

exits equal to 9 percent.

Adjustment methods matter. When the machine learning model is used to adjust for selection

into support, the drop in prevented exits is twice the size of the drop in prevented exits after the

logistic z-score model is used. This highlights that the use of better prediction models can change

conclusions that are based on the economic analysis of predictions. In Panel b of Figure 7 we use the

predictions by the logistic z-score model to adjust for selection into COVID-19 support. Now, the

adjusted number of prevented exits (light blue bars) are more similar to the raw number of prevented

exits (dark blue bars). In total, 1,731 firm exits were prevented after we adjust for selection using

the logistic z-score model (column 3 of Table 10), which in turn suggests that COVID-19 support

decreased the number of exits by 21%. This effect size is in between the raw effect and the effect

found when the superior machine learning predictions are used to control for selection into support

according to firm viability. Adjusting for selection into support does not alter the overall conclusion

that mainly low-productivity firms benefited from support, as the productivity-weighted number

of prevented exits is 846 (equivalent to a drop in exits equal to 12 percent).
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Figure 7: Prevented Firm Exits due to Support

(a) GB (b) z-score

Notes. Panel a plots the number of prevented exits in each vigintile of labour productivity in 2019, defined as
Value added
Hours worked

on the firm level. This number of prevented exits is computed as the difference in average exit rates
between firms using and not using support multiplied by the number of firms using support. Dark blue bars
indicate the raw number of prevented exits per labour productivity vigintile : ∆exit2020∗Nsupport , with ∆exit2020 =

exit2020,no support − exit2020,support Light blue bars indicate the number of prevented exits per labour productivity
vigintile corrected for the initially predicted exit probabilities using the gradient boosting regression trees (gb)
specification: ∆exit2020∗Nsupport , with ∆exit2020 = (exit2020,no support− ˆexit

gb
2020,no support)−(exit2020,support− ˆexit

gb
2020,support).

In panel b the logistic z-score specification is used to correct for initial probability to exit. Dark blue bars
indicate the raw number of prevented exits and are therefore equal to the dark blue bars in panel a. Light blue
bars in panel b indicate the differences in exit rates corrected for the initially predicted exit probabilities using
the z-score specification: ∆exit2020 ∗ Nsupport , with ∆exit2020 = (exit2020,no support − ˆexit

zscore
2020,no support) − (exit2020,support −

ˆexit
zscore
2020,support).
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Table 10: Prevented Exits by COVID-19 Support

Unadjusted Adjustment using
GB Z-Score

(1) (2) (3)

Unweighted 2,272 1,199 1,731
(25%) (16%) (21%)

Weighted by Productivity 1,106 637 846
(15%) (9%) (12%)

Notes. The table shows the number of prevented exits by support as a function of adjustment method and

whether numbers are weighted or not. Numbers within brackets denote the prevented number of exits as

percentage of the counterfactual number of exits. This percentage is computed as follows:
Prevented exits

Prevented exits + realised exits
. The number of realised exits can be found in Table 1. Hence the unadjusted,

unweighted percentage equals 2,272
2,272+6,499 = 25%. Column 1 shows the number of prevented exits computed

as the number of firms in each vigintile of labour productivity that use support times the difference in the

average exit rate of firms using support and those who do not, summed over all vigintiles. In column 2 we

do the same, but we adjust for selection into support by subtracting the predicted probability to leave the

market using the gradient boosting regression trees model from the observed exit rate. In column 3 we

adjust similarly as in column 2 using the logistic z-score specification. In all columns the second row shows

the number of prevented exits when exits within vigintiles are weighted by the mean labour productivity of

firms within that vigintile.
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6 Robustness Checks

In this section we present two robustness checks to investigate the external validity and general-

isability of our results. First, we predict exits the next year using a different train-test division,

which allows us to test the robustness of our approach by comparing these two sets of predictions

(on unseen data). Second, we replace the dependent variable by exits in the next year or in the

year thereafter and by an indicator of whether a bankruptcy procedure is started in the next year.

This indicator equals one when a bankruptcy procedure is started against the firm or against one

of its subsidiaries. As we show, firm bankruptcies are very different from firm exits, and therefore

this result is informative whether the benefits of using machine learning an big data carry over to

research studying different dependent variables.

6.1 Results using a Different Train-Test Division

Results presented in this paper are very similar to those that are based on an alternative division

of the train and test data. In particular we sample ten percent of firms total firms (from the

test data) and use these observations to train our machine learning model. We then predict out

of sample for the remaining observations. Consequently, there are 769,083 observations who are

in both test samples (see Table 11). Note that these sets of out-of-sample predictions are based

on different training datasets and therefore the underlying gradient boosting regression trees are

different: splits will be made on different variables using different cutoffs. Comparing these out

of sample predictions, allows us to investigate whether these different gradient boosting regression

trees yield similar results. First, the predictive performance of the new machine learning model

is nearly identical to the original model, as measured by its AUC of 82 percent. Second, we plot

the number of observations assigned to the vigintiles of the new and original machine learning

model. The concentration of observations among the upward sloping diagonal in Figure 8 shows

that the models strongly agree in which vigintiles observations belong. Third, we estimate a

bivariate relationship between the predictions from the new and original machine learning models.

The parameter equals 0.95 and is highly significant (the t-value exceeds 2000) and the in-sample

R-squared equals 0.88. Hence, we conclude that a different division into train or test data yields

results that are very similar to the main results presented in this paper. Thus, although the exact

specification of our original machine learning model (i.e. the number of regression trees and the

variables and cutoff values they use) depends on the training data, this does not seem to impede its

external validity, as the predictions of our main machine learning model are very similar to those

from a machine learning model trained on different data.
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Table 11: Initial and New Data Subsampling

New division
Original division train test unassigned

train 0 82,356 0
test 82,741 769,083 14,776

unassigned 0 14,669 0

Figure 8: Heatmap Comparing Predictions of the Original and New Machine Learning Model

Notes. The figure shows the correlation structure of the predictions of the gradient boosting regression trees

and the logistic z-score specification. We aggregate the data on the level of vigintiles of each prediction

model and count the number of firms which are assigned to each vigintile. The squares on the horizontal

line correspond to the number of firms which are assigned to the same vigintile by the two models. Empty

areas correspond to areas with either no overlap or less than five observations which we had to discard due

to confidentiality.

6.2 Predicting Bankruptcies

In order to understand whether our approach is limited by the choice for the dependent variable,

exit in the next year, we repeat the analysis when the models have to predict firm bankruptcies.
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Firms that go bankrupt are a less viable subset of firms that leave the market. It might be easier

for a logistic model to separate firms that leave because of a bankruptcy from those that do not,

than it is to separate firms that leave the market (voluntarily or involuntarily) from those that do

not.

Importantly, firm bankruptcies measure a different domain of firm financial distress than firm

exits. Few firms that are in a bankruptcy procedure actually exit the market and vice versa. Table

12 shows the relationship between firm exits and bankruptcies. Over the whole sample period

from 2013-2019, only 3.66% (1,699 firms) of the firms which exit in the next year are currently in a

bankruptcy procedure. The vast majority of firms exiting the market does so without a bankruptcy

procedure being started.

Table 12: Relationship between Exits and Bankruptcies

Not in bankruptcy In bankruptcy procedure

No exit next year 914,061 3,107
Exit next year 44,758 1,699

Notes. The table presents the number of firms in the full dataset (train, test and unassigned) in the period
2013-2019. We show the number of firms which are in a bankruptcy procedure the next year, exit next year,
a combination of the two events or firms which stay in the data set and are not in a bankruptcy procedure.

We find that the gradient boosting regression trees in combination with big data predict these

outcomes better than logistic regression with z-score data. This conclusion follows from Table

13, that describes how the AUCS and r-squareds for the logistic regression and machine learning

method change with the outcome variable and the data used to predict it. In particular, the

AUC of the logistic z-score specification is nearly 63%, whereas the AUC of the gradient boosting

regression trees model that uses the big dataset is 84%, an increase equal to 34%. We conclude

again that the increase in predictive performance is mainly due to the combination of machine

learning and big data. This conclusion follows from table 13. The AUC of the gradient boosting

regression trees model using the z-score variables is about 81% (a 28% increase over the logistic

z-score specification) and this measure is only 73% when a logistic regression is estimated on the big

data. A comparison of tables 4 and 13 suggests that non-linearities or interactions in the (z-score)

data are more important when predicting firm bankruptcies than when predicting firm exits.

In Figure 9 we show the relationship between percentiles of the predicted outcome variables

and key firm characteristics. In general, the economic structure found by the gradient boosting

regression trees model is more pronounced than that of the logistic z-score specification. When we

consider the top and bottom 20% of firms, we find that firms that are most (least) likely to be in
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Table 13: AUC for Different Models in the Test Data

Model Variable set AUC

Logistic regression z-score 0.6290
big 0.7315

Gradient boosting regression trees z-score 0.8051
big 0.8439

Notes. The AUC plots the True Positive Rate (the proportion of exiting firms that were correctly classified)
against the False Negative Rate (the proportion of non-exiting firms that were incorrectly classified as exiting)
for different classification thresholds. As such it can be defined as the probability that the model will rank
a randomly selected positive example (e.g. a firm in a bankruptcy procedure) above a randomly selected
negative example (e.g. a firm not in a bankruptcy procedure). An AUC of 1 indicates that the classifier
model can perfectly distinguish between the positive and negative class points. An AUC of 0.5 indicates that
the model’s ability to distinguish between positive and negative class points is as good as random, whilst an
AUC of 0 indicates that the model will predict all negative class points as positive and vice versa.

a bankruptcy procedure next year according to the gradient boosting regression trees model have

higher (lower) debt ratio, lower (similar) return on assets, lower (similar) EBITDA, have lower

(higher) labour productivity and are younger (older) compared to the logistic z-score specification.

Results for the balance sheet and age vary a lot, especially in the middle of the distribution. They

suggest the most risky firms according to the gradient boosting regression trees model are larger

in terms of their balance sheet compared to the most risky ones identified by the logistic z-score

specification.
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Figure 9: Correlation with Predicted Bankruptcy Probability and Key Firm Characteristics

(a) Solvency (b) Return on Assets

(c) EBITDA (d) Balance Sheet Size

(e) Labour Productivity (f) Firm Age

Notes. Each panel of the figure shows the mean of a firm characteristic within each percentile of predicted

bankruptcies of the gradient boosting regression trees model in black and the logistic z-score specification

in grey. The bars indicate 95% confidence bounds. Solvency is defined as Short-term debt+Long-term debt
Total Assets

∗ 100

. ROA (return on assets) = Profit
Total Assets

∗ 100 , EBITDA is earnings before interests, taxes, depreciation and

amortization in thousand euros. Balance sheet size is defined in thousand euros and equivalent to total

assets. Labour productivity is defined as Value added
Hours worked

∗ 100 . Firm age is measured in years.
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Figure 10: Relationship between Support Take-up and Firm Exit Estimates

(a) Regression: No Controls (b) Regression: Firm Controls and Sector FE

Notes. The figure shows the relationship between predicted bankruptcy probabilities in 2020 and the mean

take-up rate of any support measure in 2020. Panel a shows the estimates of β from equation 2 without

any controls. Panel b shows the results including control variables. The black dots indicate the regressions

results using the predicted exit probabilities from the gradient boosting regression trees model and the grey

dots from the logistic z-score specification. The bars indicate 95% confidence bounds.

In Figure 10 we show the relationship between percentiles of the predicted outcome variables and

use of some COVID-19 support. They show that firms with a high propensity to be in a bankruptcy

procedure in the next year were more likely to use COVID-19 support. This is in contrast to the

main results where firm exits are used as the variable to measure firm health. As the AUC when

predicting firm bankruptcies is high, this merely reflects the fact that firm bankruptcies measure a

very different aspect of firm financial distress than firm exits, as is apparent in Table 12. Again, we

see that the relationship between percentiles of predicted outcomes for the logistic logistic z-score

specification and the use of support flattens when controls are added. About forty percent of firms

in the 20th to the 100th percentile used COVID-19 support. In contrast, the relationship between

use of COVID-19 support and percentiles of predicted bankruptcies remains upward sloping when

controls are added, when percentiles are based on the predictions by the gradient boosting regression

trees model.

Summing up, we find that the machine learning models predict outcomes better than the logistic

regression when the outcome variable firm exits in the next year is replaced by firm bankruptcies.

In this case we find that the gradient boosting regression trees model given a limited number of

variables in the z-score specification outperforms a logistic regression based on the z-score specific-

ation or using the big set of explanatory variables. Hence, more pronounced than when using exits
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as the dependent variable, the superior performance of the machine learning method is largely due

the model being used. We find that the machine learning models pick up economic structure in a

way that is more pronounced than the logistic regression does. Finally, when we use the predictions

to study selection into COVID-19 support, we find evidence that firms that were more likely to be

in a bankruptcy procedure in the next year were more likely to use COVID-19 support. This shows

that results using a prediction model are sensitive to the outcome variable used.

7 Conclusion

Understanding short-term selection into state support is important for the design of policies in times

of crises. This is because state-related support is likely to affect the natural business dynamism in

an economy by decreasing exit rates of unhealthy firms. This paper makes two contributions.

First, we use exit predictions as a counterfactual firm-viability measure which is based on high-

dimensional data. In doing so we can compare the exit rate of firms that did and did not use

COVID-19 support when firms were equally viable ex-ante. This provides more granular insights

into the benefits of COVID-19 support -as measured in prevented exits- than those based on a

comparison of exit rates conditional on observable firm characteristics. In particular, we use our

approach to document that viable firms used support more often than unviable ones: 30% of firms

that were expected to leave the market used support, against 40% of firms that were expected to

remain active. This selection effect is substantial as the number of exits prevented by support drops

from 25% to 16% once we control for it. Low-productivity firms benefited most, as the reduction

in the number of exits drops to 9% when we weight prevented exits by productivity.

Second, we show that the superior predictive performance of our method mostly stems from

the combination of machine learning and high-dimensional firm data. We confirm the finding

in the literature that machine learning methods combined with conventional data can provide

forecasting gains compared to logistic models.23 Yet these gains are not as large as those that

arise from combining machine learning and big data. This suggests that collecting and exploring

high-dimensional firm data is a promising direction to improve studies of firm exits in the future

even more. Many researchers already have access to such datasets via national statistics agencies

or private companies, which suggests that the data available to the scientific community is not used

to its full potential yet.24

We do note the limitation that our study does not provide causal estimates of the effect of

23As documented in Clement et al. (2020); Shi and Li (2019); Devi and Radhika (2018); Kumar and Ravi (2007)
24For examples see Mirza et al. (2020), Bărbut, ă-Mis,u and Madaleno (2020) and Lukason and Laitinen (2019).
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support on firm exits, as we may not observe all the firm variables that explain the use of support.25

One recent paper by Konings et al. (2022) studies the causal effects of COVID-19 support in

Flanders (Belgium) on firm productivity. Strikingly, the authors find a positive effect of government

support on firm productivity. Our results are complementary to their findings as we provide

evidence that the most viable firms were also most likely to receive support which can boost

productivity for these firms.

Our estimates might provide useful information for policymakers, however one should be careful

in generalising our results. One important assumption when interpreting our firm viability measure

is that the estimated viability using information from the past is still valid when an economy changes

quite drastically. To what extent the changes of the economy due to the COVID-19 pandemic are

lasting is a matter of future research. If the economy changed structurally our prediction model

might actually assign different counterfactual exit probabilities. Lastly, we do not consider any

general equilibrium effects of the support programmes, which are likely to be bigger than our

estimates. This should be taken into consideration when interpreting the effects of prevented exits.

Given these caveats, we believe there are still potential practical applications. For instance, all

firms in the Netherlands could apply for a tax deferral during the COVID-19 pandemic. However,

as this tax deferral is granted as a loan, firms have to repay it in the future. Our method allows

one to quantify the use of the tax deferral (in both the intensive and extensive margins) by firms

according to their probability to leave the market. This information can be used to determine

the (short-term) value at risk for the tax deferral. Future scholarly work could use our approach

to improve studies on business dynamism or could investigate whether predictions by machine

learning models can be used as a complementary tool in empirical stress tests and assessments of

firm viability in economic crises such as Ebeke et al. (2021) or Gourinchas et al. (2020).
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A Additional Explanation of the Methodology

In section 3 we explain the machine learning estimation. We apply gradient boosting regression
trees which consists of about ∼ 23, 000 shallow regression trees. In this section we briefly explain
what can be understood as a shallow regression tree in a hypothetical example.
Figure 11 shows a (hypothetical) so-called shallow regression tree, a regression tree with only a
few splits. Initially, all observations in the train data are in the root node. The root node is split
into two groups according to x3 ≤ 5. Those observations not meeting that condition are in the left
group. These observations are further split down into groups according to x1 ≤ 2. The final groups
that observations fall into are called the leaves of the regression tree. Observations with x3 > 5
are in the right group, and these observations are split according to x2 ≤ 1. As observations in
the final branches, the leaves of the regression tree, receive the mean value of the outcome as their
prediction, the predictions by the regression tree depicted in Figure 11 equal those from equation
3, where I() is an indicator function equal to one when the condition is true. In particular, the
estimate for the observations in leaf 1 equals β0, whereas predictions for observations in leaves two,
three and four are equal to β0 + β1, β0 + β2 and β0 + β3 respectively. The interactions in equation
3 are generated by the algorithm, not by the researcher, which illustrates that (deep) regression
trees are a highly flexible estimation method. Also, they are easy to visualize and interpret. Yet
regression trees are prone to misinterpretation as well: regression trees do not necessarily describe
the data generating process, for instance because variables can be omitted, and deep (shallow)
regression trees have the tendency to overfit (hardly fit) the data they are trained on (Athey and
Imbens, 2019; Hastie et al., 2009).

y = β0 + β1I(x3 > 5 & x1 ≤ 2) + β2I(x3 ≤ 5 & x1 > 2) + β3I(x3 ≤ 5 & x1 ≤ 2) + ε (3)

x3 ≤ 5

x1 ≤ 2 x2 ≤ 1

leaf 1 leaf 2 leaf 3 leaf 4

no yes

no yes no yes

Figure 11: Example of a Shallow Regression Tree
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B COVID-19 Support Measures in the Netherlands

The Dutch government rolled out a substantial support package immediately after the first lock-
down. The first lockdown came into effect 16th of March 2020 and the support packages started one
day afterwards (Ministerie van Economische Zaken en Klimaat, 2020). The payouts of the biggest
measures (NOW 1.0, TVL) happened within days after the request was granted. Throughout the
pandemic more schemes were added, mostly as a continuation of the previous instalment, totaling
31 different measures as of August 2022. The majority of measures stopped in April 2022.
The Netherlands spent 3.6% of its 2019 GDP on COVID-19 support in 2020, placing it amongst
the top 10 countries in the EU in terms of the magnitude of support packages (Adema et al., 2021).
In fact, the take up of the wage costs related liquidity injection scheme NOW 1.0 was the largest
amongst EU countries that rolled out a wage subsidy package in April and May of 2020, with 35%
of employees’ wages being subsidised. Although the take up of NOW 2.0 was substantially lower,
with 13% of employees’ wages being subsidised, it was still amongst the largest in the EU.26 Next
we describe the six largest COVID-19 support measures in terms of expenditures until the end of
2020 that we study in this paper.

Three of these six packages served as direct liquidity injections related to wage costs (NOW
1.0, NOW 2.0 and NOW 3.1). The eligibility criteria of each of these measures were checked
before the money was quickly transferred to the firms. The NOW schemes are short-term work
schemes designed to compensate the wages of employees who had to work less or not at all due
to the coronavirus lockdown restrictions. An employer could apply for the subsidy if they had
an expected turnover loss of at least 20% during the period of the scheme compared to the same
period in 2019 (Adema et al., 2021). A firm could apply for a subsidy of up to 90% of their wage
costs, depending on their expected revenue loss, on the condition that it kept all employees and
continued to pay 100% of their wages. The firm had to repay the amount if their realised revenue
loss was less than 20 percent, but received a larger subsidy if their realised revenue loss was larger
than expected. NOW 1.0 was the largest liquidity injection package, with a total expenditure of
7.3 billion euros (CBS, 2022). In 2020 these wage costs subsidies combined totalled 15.8 billion
euros (1.7% of GDP) and were granted to almost 150,000 firms (Adema et al., 2021).

Two out of the six support measures we study are direct liquidity injections in 2020 for fixed
cost (TVL 1 and TVL quarter 4 2020). These subsidies were designed to cover the fixed costs (over
1,500 euros) of firms that expected a turnover loss of 30% or more during the respective quarter in
2020 compared to the same period in 2019 (Adema et al., 2021). Eligibility for the TVL-schemes
was determined swiftly in order to foster a quick transfer of the money to firms. In comparison
to the NOW-schemes, fewer was spent on fixed cost subsidies in 2020 (1.5 billion euros, or 0.16%
of GDP), but a considerable number of firms were granted some amount: 42,115 from June to
October and 79,525 in the last quarter of 2020 (CBS, 2022).

The sixth support scheme is a generous tax deferral on all business taxes, including sales taxes,

26Adema et al. (2021) attribute the larger take up of wage subsidies in the Netherlands to the milder eligibility
requirements (described below). Whilst in some other EU countries firms only received the subsidy if their employees
did not work at all, the revenue loss requirement of the NOW schemes meant that a firm could still be eligible even
if their employees worked some hours.
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payroll taxes and VAT. Every company registered at the chamber of commerce before March 2020
was eligible for the tax deferral. Our data contains infomration of the outstanding amount at the
28th of February 2021. In contrast to the previous schemes, exempted taxes must be paid back as
of October 2022. 8.73 billion euros (0.96 perent of GDP) worth of taxes were postponed in 2020
(Algemene Rekenkamer, 2020).
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C Calculation of the Altman Z-Score

We use the well established z-score introduced by Altman (1968) as a measure to predict firm
exits and bankruptcy. Altman introduced the concept as a measure to predict firm performance
according to its balance sheet information. In our paper we build on the augmented version (Altman
et al., 2017). This version contains a set of control variables in the matrix Xi,t: Firm-age classes,
sector-fixed effects and year dummies. We estimate the following functional form in the logistic
z-score specification to estimate exit probabilities in the following year:

Pr(pi,t+1|Xd
i,t) =

1

1 + exp
−(β1∗wctai,t+β2∗

equityi,t

total balance sheet i,t
+β3∗ebittai,t+β3∗bveti,t+γ′Xi,t+νi,t)

(4a)

wctai,t =
total balance sheeti,t − long-term debti,t − short-term debti,t

total balance sheeti,t
(4b)

ebittai,t =
(ebitdai,t + depreciationi,t)

total balance sheeti,t
(4c)

bvetdi,t =
equityi,t

long-term debti,t + short-term debti,t
(4d)
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D Comparing the Predictive Performance against that of other
Papers

The AUC of the gradient boosting regression trees model is 0.83. Table 14 shows this level is
amongst the highest AUCs reported in the economics literature that combines machine learning
and high-dimensional data. When comparing these papers, it should be noted that these papers
predict different outcomes.
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Table 14: AUC of other Studies

Paper Description AUC

Kleinberg et al. (2018) Predict the likelihood that a defend-
ant will skip court and commit fur-
ther crimes if they are released on
bail

0.70

Zeltzer et al. (2019) Compare the predictive power of
electronic medical records to in-
formation from insurance claims
data

0.70 - 0.71

Mullainathan and Obermeyer (2019) Compare heart attack risk predic-
tions based on insurance claims data
to the physician’s decision to test for
acute coronary syndromes

0.71 - 0.73

DeSalvo et al. (2005) Evaluate the predictive power of dif-
ferent single- and multi-item meas-
ures of general self-rated health
when predicting mortality and clin-
ical events

0.74

Genevés et al. (2018) Evaluate the extent to which the
volume and variety of big prescrip-
tion data aid the construction of
predictive models for the automatic
detection of at-risk profiles

0.81

Makar et al. (2015) Compare the performance of ma-
chine learning classifiers to current
widely-used models when predicting
the mortality of elderly patients us-
ing insurance claims data

0.82

Handel et al. (2020) Examine how predicted health risk
depends on individual human cap-
ital, socioeconomic status and social
and information networks

0.86

Einav et al. (2018) Analyse the distribution of health-
care spending across predicted mor-
tality

0.87

Zeltzer et al. (2020) Predict the probability of survival
of newly-diagnosed cancer patients
and compare the spending of ex-
post survivors and decedents with
the same initial prognosis

0.91
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E Complementary Results

In this section we present two types of complementary results. In section E.1 we show the relation-
ship between firm health and all support measures in 2020. We present the results on the extensive
margin and the intensive margin. We present the results in three figures per section. Figures 13
and 16 contain results on the three short-term work scheme (NOW1.0, NOW2.0 and NOW3.1),
Figures 14 and 17 on the support scheme for fixed costs (TVL-1, TVL Q4 2020) and the Figures
15 and 18 show the results for the tax deferral. In section E.2 we present the same evidence for the
predicted percentiles of bankruptcy.

E.1 Firm Viability and the Relation to Take Up of different Support Measures

In this section we present results on selection into support and firm viability as measured by the
probability to exit the market in the next year. We present results for the extensive margin (section
E.1.1) and the intensive margin (section E.1.2). By default we present figures indicating the average
use of support by percentile of firm viability. The reader should note that the average predicted
probability to leave the market by percentile is convex and increasing in the percentile of firm exit.
This relationship is stronger for the gradient boosted regression trees model (panel 12a) than for
the logistic z-score model (panel 12b).

Figure 12: Relationship between Levels and Percentiles of Predicted Firm Exits

(a) GB (b) Z-Score

Notes. Each panel of the figure shows the mean predicted exit rate within each percentile of predicted exits
for 2020. This is done using the predictions of the gradient boosting regression trees model in black (panel
12a) and for the logistic z-score model in grey (panel 12b).
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E.1.1 Extensive Margin

Figure 13: Relationship between Short-Term Work Take-Up and Firm Exit Estimates

(a) NOW 1.0 - No Controls
(b) NOW 1.0 - Firm Controls and Sector
FE

(c) NOW 2.0 - No controls
(d) NOW 2.0 - Firm Controls and Sector
FE

(e) NOW 3.1 - No Controls (f) NOW 3.1 - Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the incidence of each of the three short-term work schemes in 2020: NOW

1.0, 2.0 3.1. We present one specification with no other variables in the Panels on the left-hand side (a,
c, e) and one including firm level control variables (Xi,2019) and sector-level fixed effects (Sectoris) in the
Panels on the right-hand side (b,d,f). The black dots indicate the regressions results using the predicted exit
probabilities from the gradient boosting regression trees model and the grey dots from the logistic z-score
specification. The bars indicate 95 % confidence bounds.
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Figure 14: Relationship between Take-Up of Fixed Cost Support and Firm Exit Estimates

(a) TVL - No Controls (b) TVL - Firm Controls and Sector FE

(c) TVLQ4 - No Controls (d) TVLQ4 - Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the incidence of the schemes providing support for fixed costs TVL and TVL

Q4. We present one specification with no other variables in the Panels on the left-hand side (a, c) and one
including firm level control variables (Xi,2019) and sector-level fixed effects (Sectoris) in the Panels on the
right-hand side (b,d). The black dots indicate the regressions results using the predicted exit probabilities
from the gradient boosting regression trees model and the grey dots from the logistic z-score specification.
The bars indicate 95 % confidence bounds.
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Figure 15: Relationship between Tax Deferral and Firm Exit Estimates

(a) No Controls (b) Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the incidence of having at least one tax deferral in 2020. We present one

specification with no other variables (Panel a) and one including firm level control variables (Xi,2019) and
sector-level fixed effects (Sectoris) in Panel b. The black dots indicate the regressions results using the
predicted exit probabilities from the gradient boosting regression trees model and the grey dots from the
logistic z-score specification. The bars indicate 95 % confidence bounds.
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Table 15: Allocation of Short-Term Work Scheme 2 (NOW 2)

(a) Allocation According to Gradient Boosting

Support No support Total

E[exit in 2020] 518 5,719 6,237
E[survival in 2020] 16,908 107,838 124,746

Total 17,426 113,557 130,983

(b) Allocation According to Z-score

Support No support Total

E[exit in 2020] 641 5,304 5,944
E[survival in 2020] 16,785 108,253 125,039

Total 17,426 113,557 130,983

Notes. The table shows the number of firms which received NOW 2 and those which did not according
to their expected exit status in 2020. We calculate the number of total expected exiting firms as follows:
E[exit in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average exit probability

within a percentile. And correspondingly, the number of expected surviving firms: E[survival in 2020] =∑100
p=1(1− P̂p) ∗Np. We count the number of firms which received NOW 2 and those which did not. Finally,

we calculate the number of firms that received NOW 2 and are predicted to exit as follows: E[exit in 2020∩
support] =

∑100
p=1 P̂p ∗ Np ∗ ˆsupportp, where ˆsupportp denotes the average fraction of firms which received

NOW 2 per percentile. E[exit in 2020 ∩ no support] =
∑100

p=1 P̂p ∗ Np ∗ (1 − ˆsupportp). The remaining
cells follow straightforwardly. Expected surviving firms which did not receive NOW 2: E[survival in 2020 ∩
no support] =

∑100
p=1(1 − P̂p) ∗ Np ∗ (1 − ˆsupportp). Expected surviving firms which received NOW 2:

E[Survival in 2020∩ support] =
∑100

p=1(1− P̂p)∗Np ∗ ˆsupportp. Results are rounded to whole numbers. Panel
a shows calculations using the exit predictions of the gradient boosting tree and Panel b of the z-score.
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Table 16: Allocation of Short-Term Work Scheme 3 (NOW 3.1)

(a) Allocation According to Gradient Boosting

Support No support Total

E[exit in 2020] 522 5,715 6,237
E[survival in 2020] 17,118 107,628 124,746

Total 17,640 113,343 130,983

(b) Allocation According to Z-score

Support No support Total

E[exit in 2020] 672 5,272 5,944
E[survival in 2020] 16,968 108,071 125,039

Total 17,640 113,343 130,983

Notes. The table shows the number of firms which received NOW 3.1 and those which did not according
to their expected exit status in 2020. We calculate the number of total expected exiting firms as follows:
E[exit in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average exit probability

within a percentile. And correspondingly, the number of expected surviving firms: E[survival in 2020] =∑100
p=1(1 − P̂p) ∗ Np. We count the number of firms which received NOW 3.1 and those which did not.

Finally, we calculate the number of firms that received NOW 3.1 and are predicted to exit as follows:
E[exit in 2020 ∩ support] =

∑100
p=1 P̂p ∗Np ∗ ˆsupportp, where ˆsupportp denotes the average fraction of firms

which received NOW 3.1 per percentile. E[exit in 2020 ∩ no support] =
∑100

p=1 P̂p ∗ Np ∗ (1 − ˆsupportp).
The remaining cells follow straightforwardly. Expected surviving firms which did not receive NOW 3.1:
E[survival in 2020 ∩ no support] =

∑100
p=1(1 − P̂p) ∗ Np ∗ (1 − ˆsupportp). Expected surviving firms which

received NOW 3.1: E[Survival in 2020 ∩ support] =
∑100

p=1(1− P̂p) ∗Np ∗ ˆsupportp. Results are rounded to
whole numbers. Panel a shows calculations using the exit predictions of the gradient boosting tree and Panel
b of the z-score.
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Table 17: Allocation of Fixed Cost Support Scheme 1 (TVL)

(a) Allocation According to Gradient Boosting

Support No support Total

E[exit in 2020] 229 6,008 6,237
E[survival in 2020] 6,097 118,649 124,746

Total 6,326 124,657 130,983

(b) Allocation According to Z-score

Support No support Total

E[exit in 2020] 283 5,661 5,944
E[survival in 2020] 6,043 118,996 125,039

Total 6,326 124,657 130,983

Notes. The table shows the number of firms which received TVL and those which did not according to
their expected exit status in 2020. We calculate the number of total expected exiting firms as follows:
E[exit in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average exit probability

within a percentile. And correspondingly, the number of expected surviving firms: E[survival in 2020] =∑100
p=1(1 − P̂p) ∗ Np. We count the number of firms which received TVL and those which did not. Finally,

we calculate the number of firms that received TVL and are predicted to exit as follows: E[exit in 2020 ∩
support] =

∑100
p=1 P̂p ∗ Np ∗ ˆsupportp, where ˆsupportp denotes the average fraction of firms which received

TVL per percentile. E[exit in 2020∩no support] =
∑100

p=1 P̂p ∗Np ∗(1− ˆsupportp). The remaining cells follow
straightforwardly. Expected surviving firms which did not receive TVL: E[survival in 2020 ∩ no support] =∑100

p=1(1 − P̂p) ∗ Np ∗ (1 − ˆsupportp). Expected surviving firms which received TVL: E[Survival in 2020 ∩
support] =

∑100
p=1(1− P̂p)∗Np ∗ ˆsupportp. Results are rounded to whole numbers. Panel a shows calculations

using the exit predictions of the gradient boosting tree and Panel b of the z-score.
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Table 18: Allocation of Fixed Cost Support Scheme 2 (TVL Q4)

(a) Allocation According to Gradient Boosting

Support No support Total

E[exit in 2020] 391 5,846 6,237
E[survival in 2020] 10,867 113,879 124,746

Total 11,258 119,725 130,983

(b) Allocation According to Z-score

Support No support Total

E[exit in 2020] 484 5,460 5,944
E[survival in 2020] 10,774 114,265 125,039

Total 11,258 119,725 130,983

Notes. The table shows the number of firms which received TVL Q4 and those which did not according
to their expected exit status in 2020. We calculate the number of total expected exiting firms as follows:
E[exit in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average exit probability

within a percentile. And correspondingly, the number of expected surviving firms: E[survival in 2020] =∑100
p=1(1− P̂p)∗Np. We count the number of firms which received TVL Q4 and those which did not. Finally,

we calculate the number of firms that received TVL Q4 and are predicted to exit as follows: E[exit in 2020∩
support] =

∑100
p=1 P̂p ∗ Np ∗ ˆsupportp, where ˆsupportp denotes the average fraction of firms which received

TVL Q4 per percentile. E[exit in 2020 ∩ no support] =
∑100

p=1 P̂p ∗ Np ∗ (1 − ˆsupportp). The remaining
cells follow straightforwardly. Expected surviving firms which did not receive TVL Q4: E[survival in 2020∩
no support] =

∑100
p=1(1 − P̂p) ∗ Np ∗ (1 − ˆsupportp). Expected surviving firms which received TVL Q4:

E[Survival in 2020∩ support] =
∑100

p=1(1− P̂p)∗Np ∗ ˆsupportp. Results are rounded to whole numbers. Panel
a shows calculations using the exit predictions of the gradient boosting tree and Panel b of the z-score.
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E.1.2 Intensive Margin

Figure 16: Relationship between Short-Term Work Take-Up and Firm Exit Estimates

(a) NOW 1.0 - No Controls
(b) NOW 1.0 - Firm Controls and Sector
FE

(c) NOW 2.0 - No Controls
(d) NOW 2.0 - Firm Controls and Sector
FE

(e) NOW 3.1 - No Controls (f) NOW 3.1 - Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the incidence of each of the three short-term work schemes in 2020: NOW

1.0, 2.0 3.1. We present one specification with no other variables in the Panels on the left-hand side (a,
c, e) and one including firm level control variables (Xi,2019) and sector-level fixed effects (Sectoris) in the
Panels on the right-hand side (b,d,f). The black dots indicate the regressions results using the predicted exit
probabilities from the gradient boosting regression trees model and the grey dots from the logistic z-score
specification. The bars indicate 95 % confidence bounds.
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Figure 17: Relationship between Take-Up of Fixed Cost Support and Firm Exit Estimates

(a) TVL - No Controls (b) TVL - Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the amount of the schemes providing support for fixed costs TVL. Our data

does not contain information on the amounts regarding TVL Q4 2020. We present one specification with no
other variables in the Panels on the left-hand side (a )and one including firm level control variables (Xi,2019)
and sector-level fixed effects (Sectoris) in the Panels on the right-hand side (b). The black dots indicate the
regressions results using the predicted exit probabilities from the gradient boosting regression trees model
and the grey dots from the logistic z-score specification. The bars indicate 95 % confidence bounds.

Figure 18: Relationship between Tax Deferral and Firm Exit Estimates

(a) No Controls (b) Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the amount of tax deferral at the 28th of February 2021. We present one

specification with no other variables (Panel a) and one including firm level control variables (Xi,2019) and
sector-level fixed effects (Sectoris) in Panel b. The black dots indicate the regressions results using the
predicted exit probabilities from the gradient boosting regression trees model and the grey dots from the
logistic z-score specification. The bars indicate 95 % confidence bounds.
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Table 19: Intensive Margin of Support and Predicted Exit in 2020

(a) Short-Term Work Scheme 2 (NOW 2)

GB Z-score

E[exit in 2020] 26.9 28.0
E[survival in 2020] 1069.3 1068.3

(b) Short-Term Work Scheme 3 (NOW 3.1)

GB Z-score

E[exit in 2020] 18.1 19.6
E[survival in 2020] 690.0 688.6

(c) Fixed Costs Support Scheme 1 (TVL 1)

GB Z-score

E[exit in 2020] 4.2 5.4
E[survival in 2020] 151.2 150.1

Notes. The table shows the amount in million Euros which firms received according to their predicted exit
in 2020. Panels a and b show the amounts o advance payments for the short-term work schemes (NOW 2 and
NOW 3.1) according to the gradient boosting tree in the left column and in the right column according to
the z-score. Panel c shows the amounts for the fixed cost support scheme. We calculate the number of total
expected exiting firms as follows: E[exit in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the

predicted average exit probability within a percentile. And correspondingly, the number of expected surviving
firms: E[survival in 2020] =

∑100
p=1(1 − P̂p) ∗ Np. Finally, we calculate the amount of support received by

firms which are predicted to exit as follows: E[exit in 2020 ∩ support] =
∑100

p=1 P̂p ∗Np ∗ ˆamount supportp,

where ˆamount supportp denotes the average amount of support received per percentile. The outstanding

amount of support for expected follows accordingly: E[Survival in 2020 ∩ support] =
∑100

p=1(1 − P̂p) ∗ Np ∗
ˆsupport amountp.

E.2 Predicted Bankruptcy and the Relationship with Support

In this section we present results on selection into support and firm viability as measured by the
probability to enter a bankruptcy procedure in the next year. We present results for the extensive
margin (section E.2.1) and the intensive margin (section E.2.2). By default we present figures
indicating the average use of support by percentile of firm viability. The reader should note that
the average predicted probability to enter a bankruptcy procedure by percentile is convex and
increasing in the percentile of firm exit. This relationship is stronger for the gradient boosted
regression trees model (panel 19a) than for the logistic z-score model (panel 19b).
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Figure 19: Relationship between Levels and Percentiles of Predicted Bankruptcy Rates

(a) GB (b) Z-score

Notes. Each panel of the figure shows the mean predicted bankruptcy rate within each percentile of predicted
bankruptcies for 2020. This is done using the predictions of the gradient boosting regression trees model in
black (panel 12a) and for the logistic z-score model in grey (panel 12b).

68



69



E.2.1 Extensive Margin

Figure 20: Relationship between Short-Term Work Take-Up and Firm Bankruptcy Estimates

(a) NOW 1.0 - No Controls
(b) NOW 1.0 - Firm Controls and Sector
FE

(c) NOW 2.0 - No Controls
(d) NOW 2.0 - Firm Controls and Sector
FE

(e) NOW 3.1 - No Controls (f) NOW 3.1 - Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the incidence of each of the three short-term work schemes in 2020: NOW 1.0,

2.0 3.1. We present one specification with no other variables in the Panels on the left-hand side (a, c, e) and
one including firm level control variables (Xi,2019) and sector-level fixed effects (Sectoris) in the Panels on
the right-hand side (b,d,f). The black dots indicate the regressions results using the predicted bankruptcy
probabilities from the gradient boosting regression trees model and the grey dots from the logistic z-score
specification. The bars indicate 95 % confidence bounds.

70



Figure 21: Relationship between Take-Up of Fixed Cost Support and Firm Bankruptcy Estimates

(a) TVL - No Controls (b) TVL - Firm Controls and Sector FE

(c) TVLQ4 - No Controls (d) TVLQ4 - Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the incidence of the schemes providing support for fixed costs TVL and TVL

Q4. We present one specification with no other variables in the Panels on the left-hand side (a, c) and
one including firm level control variables (Xi,2019) and sector-level fixed effects (Sectoris) in the Panels on
the right-hand side (b,d). The black dots indicate the regressions results using the predicted bankruptcy
probabilities from the gradient boosting regression trees model and the grey dots from the logistic z-score
specification. The bars indicate 95 % confidence bounds.
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Figure 22: Relationship between Tax Deferral and Firm Bankruptcy Estimates

(a) No Controls (b) Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the incidence of having at least one tax deferral in 2020. We present one

specification with no other variables (Panel a) and one including firm level control variables (Xi,2019) and
sector-level fixed effects (Sectoris) in Panel b. The black dots indicate the regressions results using the
predicted bankruptcy probabilities from the gradient boosting regression trees model and the grey dots from
the logistic z-score specification. The bars indicate 95 % confidence bounds.
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Table 20: Allocation of Tax Deferral and Predicted Bankruptcy in 2020

(a) Allocation According to Gradient Boosting

Support No support Total

E[bankruptcy in 2020] 121 165 286
E[no bankruptcy in 2020] 28,786 88,852 117,638

Total 28,907 89,017 117,924

(b) Allocation According to Z-score

Support No support Total

E[bankruptcy in 2020] 65 176 241
E[no bankruptcy in 2020] 28,842 88,841 117,683

Total 28,907 89,017 117,924

Notes. The table shows the number of firms which received tax deferral and those which did not ac-
cording to their expected bankruptcy status in 2020. We calculate the number of total expected exit-
ing firms as follows: E[bankruptcy in 2020] =

∑100
p=1 P̂p ∗ Np where p denotes the percentile and P̂p the

predicted average bankruptcy probability within a percentile. And correspondingly, the number of ex-
pected non-bankrupt firms: E[no bankruptcy in 2020] =

∑100
p=1(1 − P̂p) ∗ Np. We count the number of

firms which received tax deferral and those which did not. Finally, we calculate the number of firms that
received tax deferral and are predicted to be bankrupt as follows: E[bankruptcy in 2020 ∩ support] =∑100

p=1 P̂p ∗ Np ∗ ˆsupportp, where ˆsupportp denotes the average fraction of firms which received tax de-

ferral per percentile. E[bankruptcy in 2020 ∩ no support] =
∑100

p=1 P̂p ∗ Np ∗ (1 − ˆsupportp). The re-
maining cells follow straightforwardly. Expected non-bankrupt firms which did not receive tax deferral:
E[no bankruptcy in 2020∩no support] =

∑100
p=1(1− P̂p) ∗Np ∗ (1− ˆsupportp). Expected non-bankrupt firms

which received tax deferral: E[non-bankruptcy in 2020 ∩ support] =
∑100

p=1(1− P̂p) ∗Np ∗ ˆsupportp. Results
are rounded to whole numbers. Panel a shows calculations using the bankruptcy predictions of the gradient
boosting tree and Panel b of the z-score.
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Table 21: Allocation of Short-Term Work According and Predicted Bankruptcy in 2020

(a) Allocation According to Gradient Boosting

Support No support Total

E[bankruptcy in 2020] 117 169 286
E[no bankruptcy in 2020] 30,569 87,069 117,638

Total 30,686 87,238 117,924

(b) Allocation According to z-score

Support No support Total

E[bankruptcy in 2020] 74 167 241
E[no bankruptcy in 2020] 30,612 87,071 117,683

Total 30,686 87,238 117,924

Notes. The table shows the number of firms which received short-term work and those which did not accord-
ing to their expected bankruptcy status in 2020. We calculate the number of total expected bankrupt firms as
follows: E[bankruptcy in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average

bankruptcy probability within a percentile. And correspondingly, the number of expected non-bankrupt
firms: E[non-bankruptcy in 2020] =

∑100
p=1(1− P̂p)∗Np. We count the number of firms which received short-

term work and those which did not. Finally, we calculate the number of firms that received short-term work
and are predicted to be bankrupt as follows: E[bankruptcy in 2020 ∩ support] =

∑100
p=1 P̂p ∗Np ∗ ˆsupportp,

where ˆsupportp denotes the average fraction of firms which received short-term work per percent-

ile. E[bankruptcy in 2020 ∩ no support] =
∑100

p=1 P̂p ∗ Np ∗ (1 − ˆsupportp). The remaining cells
follow straightforwardly. Expected non-bankrupt firms which did not receive short-term work:
E[non-bankruptcy in 2020 ∩ no support] =

∑100
p=1(1 − P̂p) ∗ Np ∗ (1 − ˆsupportp). Expected non-bankrupt

firms which received short-term work: E[non-bankruptcy in 2020∩ support] =
∑100

p=1(1− P̂p)∗Np ∗ ˆsupportp.
Results are rounded to whole numbers. Panel a shows calculations using the bankruptcy predictions of the
gradient boosting tree and Panel b of the z-score.
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Table 22: Allocation of Short-Term Work Scheme 2 (NOW 2) and Predicted Bankruptcy in 2020

(a) Allocation According to Gradient Boosting

Support No support Total

E[bankruptcy in 2020] 69 217 286
E[no bankruptcy in 2020] 16,058 101,580 117,638

Total 16,127 101,797 117,924

(b) Allocation According to Z-score

Support No support Total

E[bankruptcy in 2020] 37 204 241
E[no bankruptcy in 2020] 16,090 101,593 117,683

Total 16,127 101,797 117,924

Notes. The table shows the number of firms which received NOW 2 and those which did not according
to their expected bankruptcy status in 2020. We calculate the number of total expected exiting firms as
follows: E[bankruptcy in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average

bankruptcy probability within a percentile. And correspondingly, the number of expected non-bankrupt
firms: E[non-bankruptcy in 2020] =

∑100
p=1(1− P̂p)∗Np. We count the number of firms which received NOW

2 and those which did not. Finally, we calculate the number of firms that received NOW 2 and are predicted to
be bankrupt as follows: E[bankruptcy in 2020∩support] =

∑100
p=1 P̂p ∗Np ∗ ˆsupportp, where ˆsupportp denotes

the average fraction of firms which received NOW 2 per percentile. E[bankruptcy in 2020 ∩ no support] =∑100
p=1 P̂p ∗Np ∗ (1− ˆsupportp). The remaining cells follow straightforwardly. Expected non-bankrupt firms

which did not receive NOW 2: E[non-bankruptcy in 2020∩no support] =
∑100

p=1(1−P̂p)∗Np∗(1− ˆsupportp).

Expected non-bankrupt firms which received NOW 2: E[non-bankruptcy in 2020 ∩ support] =
∑100

p=1(1 −
P̂p)∗Np ∗ ˆsupportp. Results are rounded to whole numbers. Panel a shows calculations using the bankruptcy
predictions of the gradient boosting tree and Panel b of the z-score.
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Table 23: Allocation of Short-Term Work Scheme 3 (NOW 3.1)

(a) Allocation According to Gradient Boosting

Support No support Total

E[bankruptcy in 2020] 69 217 286
E[no bankruptcy in 2020] 16,366 101,272 117,638

Total 16,435 101,489 117,924

(b) Allocation According to Z-score

Support No support Total

E[bankruptcy in 2020] 39 202 241
E[no bankruptcy in 2020] 16,396 101,287 117,683

Total 16,435 101,489 117,924

Notes. The table shows the number of firms which received NOW 3.1 and those which did not ac-
cording to their expected bankruptcy status in 2020. We calculate the number of total expected bank-
rupt firms as follows: E[bankruptcy in 2020] =

∑100
p=1 P̂p ∗ Np where p denotes the percentile and P̂p the

predicted average bankruptcy probability within a percentile. And correspondingly, the number of ex-
pected non-bankrupt firms: E[non-bankruptcy in 2020] =

∑100
p=1(1 − P̂p) ∗ Np. We count the number

of firms which received NOW 3.1 and those which did not. Finally, we calculate the number of firms
that received NOW 3.1 and are predicted to be bankrupt as follows: E[bankruptcy in 2020 ∩ support] =∑100

p=1 P̂p ∗ Np ∗ ˆsupportp, where ˆsupportp denotes the average fraction of firms which received NOW

3.1 per percentile. E[bankruptcy in 2020 ∩ no support] =
∑100

p=1 P̂p ∗ Np ∗ (1 − ˆsupportp). The re-
maining cells follow straightforwardly. Expected non-bankrupt firms which did not receive NOW 3.1:
E[non-bankruptcy in 2020 ∩ no support] =

∑100
p=1(1 − P̂p) ∗ Np ∗ (1 − ˆsupportp). Expected non-bankrupt

firms which received NOW 3.1: E[non-bankruptcy in 2020 ∩ support] =
∑100

p=1(1 − P̂p) ∗ Np ∗ ˆsupportp.
Results are rounded to whole numbers. Panel a shows calculations using the bankruptcy predictions of the
gradient boosting tree and Panel b of the z-score.
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Table 24: Allocation of Fixed Cost Support Scheme 1 (TVL)

(a) Allocation According to Gradient Boosting

Support No support Total

E[bankruptcy in 2020] 25 262 286
E[no bankruptcy in 2020] 5,825 111,812 117,638

Total 5,850 112,074 117,924

(b) Allocation According to Z-score

Support No support Total

E[bankruptcy in 2020] 11 230 241
E[no bankruptcy in 2020] 5,839 111,844 117,683

Total 5,850 112,074 117,924

Notes. The table shows the number of firms which received TVL and those which did not according to
their expected bankruptcy status in 2020. We calculate the number of total expected bankrupt firms as
follows: E[bankruptcy in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average

bankruptcy probability within a percentile. And correspondingly, the number of expected non-bankrupt
firms: E[non-bankruptcy in 2020] =

∑100
p=1(1− P̂p) ∗Np. We count the number of firms which received TVL

and those which did not. Finally, we calculate the number of firms that received TVL and are predicted to be
bankrupt as follows: E[bankruptcy in 2020∩support] =

∑100
p=1 P̂p∗Np∗ ˆsupportp, where ˆsupportp denotes the

average fraction of firms which received TVL per percentile. E[bankruptcy in 2020∩no support] =
∑100

p=1 P̂p∗
Np∗(1− ˆsupportp). The remaining cells follow straightforwardly. Expected non-bankrupt firms which did not

receive TVL: E[non-bankruptcy in 2020∩no support] =
∑100

p=1(1− P̂p) ∗Np ∗ (1− ˆsupportp). Expected non-

bankruptcy firms which received TVL: E[non-bankruptcy in 2020∩support] =
∑100

p=1(1− P̂p)∗Np∗ ˆsupportp.
Results are rounded to whole numbers. Panel a shows calculations using the bankruptcy predictions of the
gradient boosting tree and Panel b of the z-score.
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Table 25: Allocation of Fixed Cost Support Scheme 2 (TVL Q4)

(a) Allocation According to Gradient Boosting

Support No support Total

E[bankruptcy in 2020] 41 246 286
E[no bankruptcy in 2020] 10,459 107,178 117,638

Total 10,500 107,424 117,924

(b) Allocation According to Z-score

Support No support Total

E[bankruptcy in 2020] 22 219 241
E[no bankruptcy in 2020] 10,478 107,205 117,683

Total 10,500 107,424 117,924

Notes. The table shows the number of firms which received TVL Q4 and those which did not according
to their expected bankruptcy status in 2020. We calculate the number of total expected bankrupt firms as
follows: E[bankruptcy in 2020] =

∑100
p=1 P̂p ∗Np where p denotes the percentile and P̂p the predicted average

bankruptcy probability within a percentile. And correspondingly, the number of expected non-bankrupt
firms: E[non-bankruptcy in 2020] =

∑100
p=1(1 − P̂p) ∗ Np. We count the number of firms which received

TVL Q4 and those which did not. Finally, we calculate the number of firms that received TVL Q4 and are
predicted to be bankrupt as follows: E[bankruptcy in 2020 ∩ support] =

∑100
p=1 P̂p ∗ Np ∗ ˆsupportp, where

ˆsupportp denotes the average fraction of firms which received TVL Q4 per percentile. E[bankruptcy in 2020∩
no support] =

∑100
p=1 P̂p ∗Np ∗ (1 − ˆsupportp). The remaining cells follow straightforwardly. Expected non-

bankrupt firms which did not receive TVL Q4: E[non-bankruptcy in 2020 ∩ no support] =
∑100

p=1(1− P̂p) ∗
Np ∗ (1− ˆsupportp). Expected non-bankrupt firms which received TVL Q4: E[Survival in 2020∩ support] =∑100

p=1(1− P̂p) ∗Np ∗ ˆsupportp. Results are rounded to whole numbers. Panel a shows calculations using the
bankruptcy predictions of the gradient boosting tree and Panel b of the z-score.
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E.2.2 Intensive Margin

Figure 23: Relationship between Short-Term Work Take-Up and Firm Bankruptcy Estimates

(a) NOW 1.0 - No Controls
(b) NOW 1.0 - Firm Controls and Sector
FE

(c) NOW 2.0 - No Controls
(d) NOW 2.0 - Firm Controls and Sector
FE

(e) NOW 3.1 - No Controls (f) NOW 3.1 - Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the incidence of each of the three short-term work schemes in 2020: NOW 1.0,

2.0 3.1. We present one specification with no other variables in the Panels on the left-hand side (a, c, e) and
one including firm level control variables (Xi,2019) and sector-level fixed effects (Sectoris) in the Panels on
the right-hand side (b,d,f). The black dots indicate the regressions results using the predicted bankruptcy
probabilities from the gradient boosting regression trees model and the grey dots from the logistic z-score
specification. The bars indicate 95 % confidence bounds.
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Figure 24: Relationship between Take-Up of Fixed Cost Support and Firm Bankruptcy Estimates

(a) TVL - No Controls (b) TVL - Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the amount of the schemes providing support for fixed costs TVL. Our data

does not contain information on the amounts regarding TVL Q4 2020. We present one specification with no
other variables in the Panels on the left-hand side (a )and one including firm level control variables (Xi,2019)
and sector-level fixed effects (Sectoris) in the Panels on the right-hand side (b). The black dots indicate the
regressions results using the predicted bankruptcy probabilities from the gradient boosting regression trees
model and the grey dots from the logistic z-score specification. The bars indicate 95 % confidence bounds.

Figure 25: Relationship between Tax Deferral and Firm Bankruptcy Estimates

(a) No Controls (b) Firm Controls and Sector FE

Notes. The figure shows the estimates of β of the following equation: Yi,2020 = β0 + β′P̂m
i,2020 + δ′Xi,2019 +

γ′
sSectoris + ϵi,2019. Yi,2020 is the amount of tax deferral at the 28th of February 2021. We present one

specification with no other variables (Panel a) and one including firm level control variables (Xi,2019) and
sector-level fixed effects (Sectoris) in Panel b. The black dots indicate the regressions results using the
predicted bankruptcy probabilities from the gradient boosting regression trees model and the grey dots from
the logistic z-score specification. The bars indicate 95 % confidence bounds.
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Table 26: Intensive Margin of Support and Predicted Bankruptcy in 2020

(a) Tax Deferral

GB Z-score

E[bankruptcy in 2020] 22.2 6.8
E[no bankruptcy in 2020] 2598.6 2614.0

(b) Short-Term Work Scheme 1 (NOW 1)

GB Z-score

E[bankruptcy in 2020] 11.1 4.4
E[no bankruptcy in 2020] 1709.9 1716.6

(c) Short-Term Work Scheme 2 (NOW 2)

GB Z-score

E[bankruptcy in 2020] 6.6 2.5
E[no bankruptcy in 2020] 989.1 993.2

(d) Short-Term Work Scheme 3 (NOW 3.1)

GB Z-score

E[bankruptcy in 2020] 4.3 1.5
E[no bankruptcy in 2020] 645.7 648.4

(e) Fixed Costs Support Scheme 1 (TVL 1)

GB Z-score

E[bankruptcy in 2020] 0.6 0.3
E[no bankruptcy in 2020] 142.9 143.3

Notes. The table shows the amount in million Euros which firms received according to their expected
bankruptcy status in 2020. Panel a shows the amounts for outstanding tax deferral at the 28th of February
2021 according to the gradient boosting tree in the left column and in the right column according to
the z-score. Panels b, c and d show the amounts for the short-term work schemes (NOW1, NOW 2 and
NOW 3.1). Panel e shows the amounts for the fixed cost support scheme. We calculate the number of

total expected bankrupt firms as follows: E[bankruptcy in 2020] =
∑100

p=1 P̂p ∗ Np where p denotes the

percentile and P̂p the predicted average bankruptcy probability within a percentile. And correspond-

ingly, the number of expected non-bankrupt firms: E[non-bankruptcy in 2020] =
∑100

p=1(1 − P̂p) ∗ Np.
Finally, we calculate the amount of support received by firms which are predicted to exit as follows:
E[bankruptcy in 2020 ∩ support] =

∑100
p=1 P̂p ∗ Np ∗ ˆamount supportp, where ˆamount supportp denotes the

average amount of support received per percentile. The outstanding amount of support for expected follows
accordingly: E[non-bankruptcy in 2020 ∩ support] =

∑100
p=1(1− P̂p) ∗Np ∗ ˆsupport amountp.

F Data construction

In this section we provide a description of how we created the database.The procedure consists of
five major steps in which we combine existing microdatasets from Statistics Netherlands (CBS)
with taylor-made data on the support measures. Our data covers the limited liability firms which
we can match to the balance sheet information. This restricts our sample to private limited liability
companies (B.V.) and limited liability companies (N.V.). Other legal forms are discarded because
there is no balance sheet information available. In total we combine more than 60 datasets.
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Table 27: Construction of the Dataset

Data Description Files used

1 Merge information of events (Exits, entries, mer-
gers & acquisitions) on company group and
company-group-entity level per year (2013-2020).

General company registry
(henceforth ABR) and all its
sub-files: OG ABR, BE ABR,

BE OG ABR, BE persoon,

BE eventbijdragen,

OG eventbijdrage.
2 Append years 2013 - 2020 of all company-group-

entity combinations. Consolidate the information
on number of employees, industry, age on the level
of the company group.

ABR 2013-2020

3 Merge with data on COVID-19 related support
measures in 2020 on the level of the company unit
(be id).

Taylor-made file with in-
dicator and amounts of each
support measure.

4 Merge information on bankruptcy procedures on
the level of the company unit, create indicator
variable which takes the value 1 if a company unit
(be id) is in a bankruptcy procedure in a given
year.

Faillissementen 2021

5 Consolidate balance sheets and earnings and loss
statements of all limited liability companies in the
Netherlands on the level of the company group
(rog identificatie) and merge with panel of the
company groups.

NFO 2013-2019, ABR

2013-2020

6 Merge with payroll information of all employees
at the firm level.

SPolis 2013-2020
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